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A B S T R A C T

Automatic transcription remains a challenge in music information re-
trieval, particularly for improvised music like jazz where no score
representation is available. Prior to 2020, automatic transcription was
limited in accuracy outside of solo piano, especially for polyphonic
instruments like guitar. This work addresses the need for robust,
large-scale transcription methods to facilitate learning, analysis, and
archival efforts in jazz, with the aim of making transcription of the
entire jazz ensemble a practical reality.

A number of projects are presented which focus on improving
transcription accuracy and usability. These begin with a method for
unsupervised monophonic transcription which leverages a combina-
tion of pitch and timbral features to enhance note segmentation accu-
racy. The focus then moves to supervised methods for specific instru-
ments: for the saxophone a complete pipeline for automatic transcrip-
tion from recordings is described, including new source separation
models, state-of-the-art F0-to-MIDI note segmentation, together with
some early results on conversion to sheet music. For the double bass
a new, highly detailed dataset called FiloBass is proposed, together
with an in-depth musicological analysis to provide examples of the
kinds of insights to be gained from these methods. This dataset is also
used to train a state-of-the-art method for automatic transcription of
bass.

For polyphonic instruments such as the guitar, this work improves
on existing methods to produce new data for training effective tran-
scription models. These contributions yield state-of-the-art results for
guitar transcription, with 91.2% note-level transcription accuracy on
GuitarSet. Furthermore, the same approach is applicable to other in-
struments where scores and audio are available. The remaining chap-
ter explores non-pitched transcription of drums by leveraging recent
advances in audio source separation models.

These contributions lay the groundwork for large scale automatic
transcription, enabling important applications for learning and un-
derstanding jazz, both for individual students and those who manage
large collections of jazz recordings.

iv

[ October 13, 2025 at 16:40 – classicthesis ]



A C K N O W L E D G E M E N T S

The process of writing a PhD has been a long and winding road,
starting in pandemic and finishing in an AI boom. During that time
I have learned a lot – both about my chosen subject and about myself.

My first thanks are to the staff and students at C4DM, and the wider
MIR community, for making me feel so welcome even though I was
only occasionally there in person. My thanks too, for the stimulating
conversations throughout my 4 years – I already have fond memories
of my time here.

Particular thanks are due to my supervisor, Simon Dixon, for being
an excellent guide to the world of academia and MIR. I will value all
of the discussions we have had and I hope for many more as time
goes on.

Thanks also to Fjord Hawthorne, for taking the time out to mentor
me – I really appreciated your perspective and high level direction,
and you’ve been hugely inspirational to me as a researcher.

I feel very fortunate to be able to work on music and technology at
such an exciting time in history, but I would never have started the
journey through either subject without help along the way. My eter-
nal thanks to David Bamber for teaching me what a web server was
and writing a CMS in an Excel macro to get me started. Also, to my
various bandmates throughout the years for giving me the opportu-
nity to experience live music making at its fullest. And to my music
teachers, in particular Pat McAndrew, for having faith in me through-
out my studies.

Finally, I lack the skill as a writer to describe my gratitude for my
family – to my wife Emily and my two beautiful sons, Teddy and Al-
bie. I am so grateful that I had the chance to choose a new direction
in life, knowing that I was supported at every step.

v

[ October 13, 2025 at 16:40 – classicthesis ]



[ October 13, 2025 at 16:40 – classicthesis ]



C O N T E N T S

1 introduction 1

1.1 Motivations . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Research Objectives . . . . . . . . . . . . . . . . . . . . . 2

1.3 Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . 4

1.5 Publications . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.6 Code and models . . . . . . . . . . . . . . . . . . . . . . 6

2 background 9

2.1 Automatic Music Transcription: An Overview . . . . . 9

2.2 Frame Level Transcription . . . . . . . . . . . . . . . . . 10

2.2.1 Evaluation Metrics for Pitch Estimation . . . . . 10

2.2.2 Monophonic Pitch Estimation . . . . . . . . . . . 11

2.2.3 Polyphonic or Multi-Pitch Estimation (MPE) . . 12

2.2.4 Neural Networks (NNs) . . . . . . . . . . . . . . 13

2.3 Note Level Transcription . . . . . . . . . . . . . . . . . . 15

2.3.1 On Metrics Specific to Note Level Transcription 15

2.3.2 State-of-the-art Transcription Methods for Piano 16

2.3.3 The Architecture of the Kong Model . . . . . . . 17

2.3.4 Characterising Modern Transcription Methods
for Piano . . . . . . . . . . . . . . . . . . . . . . . 18

2.3.5 Areas for Improvement and Future Directions . 19

2.4 Producing Training Data for AMT Models from Un-
aligned Scores . . . . . . . . . . . . . . . . . . . . . . . . 20

2.5 Transcription of Guitar . . . . . . . . . . . . . . . . . . . 22

2.6 Transcription of Drums . . . . . . . . . . . . . . . . . . . 24

2.6.1 Related Work . . . . . . . . . . . . . . . . . . . . 24

2.6.2 State-of-the-art Transcription Methods for Drums 25

2.7 Source Separation . . . . . . . . . . . . . . . . . . . . . . 26

2.8 Transcription of Jazz . . . . . . . . . . . . . . . . . . . . 27

2.8.1 Major Works and Contributions . . . . . . . . . 27

2.8.2 Potential of Large-Scale Transcription . . . . . . 28

3 unsupervised monophonic transcription : crepe

notes 31

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 31

3.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.3 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.3.1 The CREPE model . . . . . . . . . . . . . . . . . 32

3.3.2 Pitch gradient . . . . . . . . . . . . . . . . . . . . 34

3.3.3 Initial segmentation . . . . . . . . . . . . . . . . 34

3.3.4 Repeated notes . . . . . . . . . . . . . . . . . . . 36

3.3.5 Amplitude thresholding and trimming . . . . . 36

3.3.6 Summary . . . . . . . . . . . . . . . . . . . . . . 37

3.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . 37

3.4.1 Datasets . . . . . . . . . . . . . . . . . . . . . . . 37

3.4.2 Methodology . . . . . . . . . . . . . . . . . . . . 38

3.4.3 Results . . . . . . . . . . . . . . . . . . . . . . . . 39

vii

[ October 13, 2025 at 16:40 – classicthesis ]



viii contents

3.5 Discussion and Conclusions . . . . . . . . . . . . . . . . 40

3.5.1 Dependency on CREPE . . . . . . . . . . . . . . 40

3.5.2 Role of Post-processing . . . . . . . . . . . . . . 41

3.5.3 Reflections and Future Directions . . . . . . . . 41

4 supervised monophonic transcription : saxophone 43

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 43

4.2 Pipeline Overview . . . . . . . . . . . . . . . . . . . . . 43

4.2.1 Transcription to MIDI . . . . . . . . . . . . . . . 43

4.2.2 Source Separation . . . . . . . . . . . . . . . . . 44

4.2.3 Score Layout . . . . . . . . . . . . . . . . . . . . . 44

4.2.4 Other Pipelines and Alternative Approaches . . 44

4.3 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

4.3.1 Producing the Evaluation Dataset . . . . . . . . 45

4.3.2 Transcription Pipeline Implementation . . . . . 46

4.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

4.4.1 Beat Tracking . . . . . . . . . . . . . . . . . . . . 47

4.4.2 Solo Saxophone Source Separation . . . . . . . . 48

4.4.3 MIDI Transcription . . . . . . . . . . . . . . . . . 48

4.4.4 Score Timing . . . . . . . . . . . . . . . . . . . . 49

4.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . 54

4.6.1 Reflections and Future Directions . . . . . . . . 54

5 filobass : a dataset and corpus based study of

jazz basslines 55

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 55

5.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . 56

5.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . 57

5.3.1 Audio Recordings . . . . . . . . . . . . . . . . . 57

5.3.2 Transcription . . . . . . . . . . . . . . . . . . . . 57

5.3.3 Repeated Passages . . . . . . . . . . . . . . . . . 61

5.3.4 Double Stops, Grace Notes and Ghost Notes . . 61

5.3.5 “Common Practice” versus Real Performance . 61

5.3.6 Dataset Contents and Distribution . . . . . . . . 62

5.4 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

5.4.1 Chord Degrees Used in Bass Line Construction 62

5.4.2 Use of Rhythmic Fills versus Quarter Note Pulse 65

5.4.3 Deriving Common Patterns . . . . . . . . . . . . 65

5.4.4 Semitone and V-to-I Approaches . . . . . . . . . 66

5.4.5 Step, Leap or Staying Put? . . . . . . . . . . . . . 67

5.4.6 Melodic Contour . . . . . . . . . . . . . . . . . . 67

5.5 Automatic Transcription Model and Transcription Base-
line . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

5.5.1 Transcription Baseline . . . . . . . . . . . . . . . 69

5.5.2 Automatic Transcription Model . . . . . . . . . . 70

5.6 Discussion and Future Work . . . . . . . . . . . . . . . 72

5.7 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . 72

5.7.1 Reflections and Future Directions . . . . . . . . 73

6 guitar 75

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 75

[ October 13, 2025 at 16:40 – classicthesis ]



contents ix

6.2 Background and Related Work . . . . . . . . . . . . . . 75

6.3 Method for Score-alignment and Automatic Transcription 78

6.3.1 Audio-Score Alignment . . . . . . . . . . . . . . 78

6.3.2 Choice of Model and Augmentation . . . . . . . 80

6.3.3 Unsupervised vs Supervised Approaches to Data
Filtering . . . . . . . . . . . . . . . . . . . . . . . 80

6.3.4 Fine-Tuning Transcription Models . . . . . . . . 82

6.4 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

6.4.1 The François Leduc dataset . . . . . . . . . . . . 83

6.4.2 The GAPS dataset . . . . . . . . . . . . . . . . . 84

6.5 Guitar Transcription Method . . . . . . . . . . . . . . . 89

6.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

6.6.1 Validating Alignment Accuracy . . . . . . . . . 89

6.6.2 Transcription Results . . . . . . . . . . . . . . . . 89

6.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 92

6.7.1 Effects of Pre-training . . . . . . . . . . . . . . . 94

6.7.2 Generalisation and Guitar Types . . . . . . . . . 94

6.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 95

6.8.1 Reflections and Future Directions . . . . . . . . 96

7 drums 97

7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 97

7.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . 97

7.3 Method . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

7.3.1 Recovering Additional Instrument Classes . . . 99

7.3.2 Transcribing Drums Played with Brushes . . . . 99

7.3.3 Experiments with Transient Processing . . . . . 100

7.4 Datasets . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

7.4.1 MDBDrums++ . . . . . . . . . . . . . . . . . . . 100

7.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

7.5.1 Comparing MDBDrums with MDBDrums++ . . 101

7.5.2 Transcription Performance . . . . . . . . . . . . 102

7.5.3 Velocity Prediction . . . . . . . . . . . . . . . . . 102

7.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . 103

7.7 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . 104

7.7.1 Reflections and Future Directions . . . . . . . . 105

8 discussion and conclusion 107

8.1 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

8.2 Limitations and Opportunities . . . . . . . . . . . . . . 108

8.3 Future Perspectives . . . . . . . . . . . . . . . . . . . . . 109

8.3.1 Lower Precision: Traditional MIR tasks . . . . . 109

8.3.2 Medium Precision: Sheet Music Outputs . . . . 110

8.3.3 High Precision: Performance Rendering and Gen-
erative Modeling . . . . . . . . . . . . . . . . . . 110

8.3.4 And beyond... . . . . . . . . . . . . . . . . . . . . 111

a appendix a 113

a.1 Example Videos . . . . . . . . . . . . . . . . . . . . . . . 113

a.1.1 Full Band Transcription: Chad LB Quartet – Mack
The Knife . . . . . . . . . . . . . . . . . . . . . . 113

[ October 13, 2025 at 16:40 – classicthesis ]



x contents

a.1.2 Full Band Transcription: Emmet Cohen Trio feat.
Pasquale Grasso – Cherokee . . . . . . . . . . . 114

a.1.3 Full Band Transcription: John Scofield Quartet –
Sham Time . . . . . . . . . . . . . . . . . . . . . . 115

a.1.4 Trumpet Transcription (CREPE Notes): Wynton
Marsalis – Swinging at the Haven (2001) . . . . 116

a.1.5 Solo Guitar Transcription: Joe Pass – Original
Blues in G . . . . . . . . . . . . . . . . . . . . . . 117

bibliography 119

[ October 13, 2025 at 16:40 – classicthesis ]



L I S T O F F I G U R E S

Figure 1.1 Flowchart with a high-level summary of the
methods used in this thesis . . . . . . . . . . . 3

Figure 2.1 Example NMF analysis of a 4 note piano melody:
(a) Input spectrogram, (b) Extracted compo-
nents, and (c) Corresponding activations . . . 13

Figure 2.2 Diagram of the High resolution piano transcrip-
tion model proposed in Kong et al. (2021). Dashed
boxes represent the “Acoustic Model” with the
final fully connected layer omitted. . . . . . . . 19

Figure 3.1 Flow diagram describing the main stages of
the CREPE Notes method. . . . . . . . . . . . . 33

Figure 3.2 Data and features used by the CREPE Notes
method, for an extract from the Filosax dataset
(Participant 4, Track 17). X-axis shows time in
seconds. . . . . . . . . . . . . . . . . . . . . . . . 35

Figure 4.1 An extract of “Marmaduke” with ground truth
on the upper staff and a transcription by the
proposed method on the lower staff. . . . . . . 51

Figure 4.2 An extract of “The Bird” with ground truth on
the upper staff and transcription by the pro-
posed method on the lower staff. . . . . . . . . 52

Figure 5.1 Flow diagram of the processing steps used in
creating the FiloBass dataset. . . . . . . . . . . 59

Figure 5.2 Global distribution of chord degrees . . . . . . 63

Figure 5.3 Annotated score for the first 32 bars of “Have
You Met Miss Jones?”. Red notes indicate a
chord root being played on the first beat of a
new chord. Blue notes are used for any other
chord degree on the first beat of a new chord. 64

Figure 5.4 Distribution of intervals, grouped as step-wise
movements (2 semitones or less), leaps (3 or
more semitones) or repeats (no change from
the preceding note). . . . . . . . . . . . . . . . . 68

Figure 5.5 Sequence length (number of intervals) of lines
maintaining a constant direction. . . . . . . . . 69

Figure 6.1 Example of a trained piano transcription model
when presented with solo guitar audio. A sheet
music excerpt of solo guitar (“Night and Day”
by Joe Pass) is shown for reference, together
with the activation outputs for the frame and
onset layers of the published piano model from
Kong et al. (2021). Red arrows highlight errors
with strong activations at higher octaves. . . . 77

xi

[ October 13, 2025 at 16:40 – classicthesis ]



xii List of Figures

Figure 6.2 Alignment process for GAPS - S41wc. Orange/Blue
arrows show the recovery of timing asynchronies
from the original performance . . . . . . . . . . 81

Figure 6.3 Diagram of the process used to validate the
alignment accuracy when aligning guitar scores
to audio . . . . . . . . . . . . . . . . . . . . . . . 83

Figure 6.4 Flowchart of the dataset creation process for
the GAPS dataset . . . . . . . . . . . . . . . . . 86

Figure 6.5 Nationalities of the composers included in the
GAPS dataset . . . . . . . . . . . . . . . . . . . 87

Figure 6.6 GAPS dataset: Histogram of works according
to composer’s birth year at 50 year intervals . 87

Figure 6.7 Heat map of the fret/string combinations in
the FrançoisLeduc MusicXML tablatures . . . 90

Figure 6.8 Heat map of the fret/string combinations in
the GAPS MusicXML tablatures . . . . . . . . . 90

Figure 7.1 Accuracy (F-measure) for each file in MDB-
Drums dataset when transcribed by ADTOF.
Red indicates songs where brushes were used 101

Figure 7.2 Estimated Velocity Distributions for the MDB
dataset . . . . . . . . . . . . . . . . . . . . . . . 103

[ October 13, 2025 at 16:40 – classicthesis ]



L I S T O F TA B L E S

Table 2.1 Progression of methods claiming SOTA results
for onset-only note level F1 score on the test
split of the MAESTRO dataset (Hawthorne et
al., 2019) . . . . . . . . . . . . . . . . . . . . . . 17

Table 2.2 Progression of SOTA for onset-only note level
F1 score on the test split of the MAPS dataset (Emiya
et al., 2010). The last result in the table is for a
MAPS test split with corrected alignments . . 18

Table 2.3 Comparison of existing guitar datasets, split
into real and synthetic sources. ∗ For IDMT,
the note count is shown only for annotations
with note level data available. . . . . . . . . . . 23

Table 3.1 Results evaluating monophonic note prediction
accuracy on the Filosax dataset for CREPE Notes
and baseline methods. Mean scores are shown
for each metric. Abbreviations are CNt (Crepe
Notes “tiny" model, proposed), CN (Crepe Notes
“full" model, proposed), PYIN (PYIN Notes),
BP (Basic Pitch). Parameter counts for each model
are shown for reference. For the proposed mod-
els the parameter count of the corresponding
CREPE model is given . . . . . . . . . . . . . . 39

Table 3.2 Results for monophonic note prediction accu-
racy on the ITM-Flute-99 dataset for CREPE
Notes and baseline methods, showing mean
scores for each metric. Details are given in Ta-
ble 3.1. . . . . . . . . . . . . . . . . . . . . . . . 39

Table 4.1 Downbeat F-measure results calculated by mir_eval

for the proposed Charlie Parker dataset. The
values are expressed as percentages and a de-
fault tolerance of 70ms was used. . . . . . . . . 48

Table 4.2 Source Separation: Signal-to-Distortion Ratio (SDR)
results calculated by mir_eval for two methods.
The SDR values are expressed in decibels (dB)
and include the standard deviation. Higher is
better. . . . . . . . . . . . . . . . . . . . . . . . . 48

Table 4.3 Note level transcription for the supervised audio-
to-MIDI saxophone model on the FiloSax dataset:
Results for note-level transcription accuracy (no
offsets) on a randomly selected 25 track test
split of FiloSax. The symbols P50, R50, and F50
are Onset-only Precision, Recall and F1-measure,
expressed as percentages, at 50ms resolution. 49

xiii

[ October 13, 2025 at 16:40 – classicthesis ]



xiv List of Tables

Table 4.4 Note level transcription for the supervised audio-
to-MIDI saxophone model on the Charlie Parker
Omnibook dataset: Results for note-level tran-
scription accuracy (no offsets) on the proposed
Omnibook dataset alignments using stems from
subsection 4.4.2. Abbreviations are described
in Table 4.3. . . . . . . . . . . . . . . . . . . . . . 49

Table 4.5 Score conversion: edit distance (lower is bet-
ter) for music score representation expressed
by the mean number of corrective operations
required. Results are shown for the 31 scores
that qparse could successfully process. The base-
line is described in subsection 4.4.4. . . . . . . 50

Table 5.1 Comparison of existing bass datasets . . . . . . 58

Table 5.2 Details for each bassist in the FiloBass dataset 60

Table 5.3 The five most common chord degree n-grams
for 7898 chord instances lasting 4 or more beats.
Examples are notated in C major for illustration. 65

Table 5.4 The most common intervals used to approach
a chord change (totalling 16 141 events). For il-
lustration all approaches are shown relative to
a target tone of C. . . . . . . . . . . . . . . . . . 66

Table 5.5 Baseline automatic note transcription results
for various transcription methods on the en-
tire FiloBass dataset. Scores shown are means
and standard deviation for Recall, Precision, F-
measure and Overlap. Only onsets were eval-
uated and a timing tolerance of 50ms was used. 70

Table 5.6 Automatic note transcription results for 15 bass
stems from the “Steve Gilmore: Volume 25 Basslines”
dataset. See Table 5.5 for explanation of the
metrics used. . . . . . . . . . . . . . . . . . . . . 71

Table 5.7 Automatic note transcription results for 9 bass
stems from the “Ray Brown: We Get Requests”
dataset. See Table 5.5 for explanation of the
metrics used. . . . . . . . . . . . . . . . . . . . . 72

Table 6.1 Distribution of guitar tunings in GAPS. The
tuning is expressed from low to high pitch. . . 88

Table 6.2 Results for note-level Onset-only F1-measure
when realigning scores from the François Leduc
test split to synthesised guitar audio . . . . . . 91

Table 6.3 Results for note-level transcription accuracy on
the GuitarSet test split. P50, R50, and F50 are
Precision, Recall and F1-measure, expressed as
percentages, at 50ms resolution. All are eval-
uated on onsets only (no offsets or velocity),
using the mir_eval library . . . . . . . . . . . . 91

Table 6.4 Results for note-level transcription accuracy on
the entire GuitarSet in the zero-shot setting. . . 92

[ October 13, 2025 at 16:40 – classicthesis ]



List of Tables xv

Table 6.5 Results for note-level transcription accuracy on
the test split of the François Leduc dataset. . . 92

Table 6.6 Results for note-level transcription accuracy on
a test split of the GAPS dataset. . . . . . . . . . 93

Table 7.1 Results for 5-class transcription accuracy when
comparing MDBDrums++ with the original MDB-
Drums . . . . . . . . . . . . . . . . . . . . . . . 102

Table 7.2 Results for 5-class transcription accuracy across
4 datasets showing onset-only with 50ms toler-
ance via mir_eval. Obelisk (†) indicates drums
were isolated using Demucs v4 (Rouard, Massa,
and Défossez, 2022) . . . . . . . . . . . . . . . . 102

Table 7.3 Results for 8-class transcription accuracy. See
Table 7.2 for details. . . . . . . . . . . . . . . . . 103

[ October 13, 2025 at 16:40 – classicthesis ]



A C R O N Y M S

ACE Automatic Chord Estimation

ADT Automatic Drum Transcription

AI Artificial Intelligence

AIM Auditory Image Model

AMDF Average Magnitude Difference Function

AMT Automatic Music Transcription

ASA Automatic Score Alignment

BD Bass Drum

BP Basic Pitch

BPM Beats Per Minute

CNN Convolutional Neural Network

CPU Central Processing Unit

CQT Constant-Q Transform

CR Crash

CREPE Convolutional Representation for Pitch Estimation

CRF Conditional Random Field

CRNN Convolutional Recurrent Neural Network
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DI Direct Input/Direct Injection

DSC Drum Sound Classification

DSSS Drum Sound Similarity Search

DTC Drum Technique Classification
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EQ Equalisation
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FN False Negatives

FP False Positives
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GMD Groove MIDI Dataset
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HFT Hierarchical Time-Frequency Transformer
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TP True Positive
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WJD Weimar Jazz Database
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1
I N T R O D U C T I O N

This thesis addresses the challenge of automatically transcribing in-
strumental performances by small jazz ensembles. The availability
of accurate transcriptions at scale will expand the possibilities for
students, academics and curators by allowing them to move beyond
analysis of individual recordings, towards a symbolic representation
which may aid deeper understanding and appreciation.

This chapter describes the motivations behind this work and the
sub-tasks that are addressed in section 1.1. The overall structure of the
thesis is presented in section 1.3, the main contributions in section 1.4
and the list of associated publications in section 1.5.

1.1 motivations

Jazz music, like many forms of improvised music, is widely preserved
through audio recordings. Research on large collections of these au-
dio recordings is somewhat limited to techniques that use spectral
or timbral features to gain insights into their content. However, this
thesis posits that the conception of jazz improvisation is primarily de-
fined by note choices, not timbral features. An illustrative example is
the enduring popularity of the small jazz ensemble, or “combo”, that
contains piano, double bass and drums together with a lead instru-
ment such as a saxophone or trumpet. Despite the restricted sonic
palette (in terms of orchestration), this same combination has been
recorded widely and consistently for over 70 years. In terms of spec-
tral features these recordings will be broadly similar, but their use
of harmony and melody is far more rich and diverse, which is ulti-
mately due to the range and expression that can be derived primarily
from note choices.

This work is motivated by the principle that accurate, scaleable
techniques for automatic music transcription for such recordings would
allow musicians, scholars and catalog owners to extract which notes
were played. In turn this allows the music to be analyzed and pro-
cessed with greater accuracy, insight and interpretability. The auto-
matic transcription of solo piano has advanced tremendously in re-
cent years through the application of deep learning models, and it
is therefore timely to consider how these advances can be applied to
other instruments.

Automatic transcription will present new opportunities in several
fields. In music education, it will allow individual students and their
teachers to assemble teaching and learning materials more quickly
and easily. In academic research, it can aid the construction of larger,
more diverse datasets for use in a variety of downstream tasks. Fi-
nally, for those who manage large music collections, the accurate

1
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2 introduction

symbolic representations can be used to understand a wide range
of music that is not well served by current methods.

1.2 research objectives

The main questions this thesis seeks to answer are as follows:

1. How can effective transcription models be trained without large
quantities of ground truth data?

2. How can advances in tooling, such as source separation, be
leveraged to improve transcription outputs?

3. Can accuracy and realism be improved for the transcription of
non-pitched instruments such as drum kits?

In attempting to address these questions, this thesis can serve as a
basis for future research in this area.

A visual guide to the main methods in this thesis is shown in Fig-
ure 1.1. This includes the steps of dataset creation (chapter 5, chap-
ter 4 and chapter 6), model training (chapter 6) and the audio-to-score
pipeline described in chapter 4.

1.3 structure

The structure of this thesis is described below:

chapter 2 presents the research background for Automatic Music
Transcription and its relation to the study of jazz. Relevant works
are examined, along with recent developments that may inform
future directions.

chapter 3 describes the first contribution of this thesis on mono-
phonic transcription, the CREPE Notes project. This enables un-
supervised note-level transcription of monophonic instruments
by leveraging the outputs of a state-of-the-art pitch tracking
model.

chapter 4 details a new pipeline for saxophone transcription from
audio to sheet music. This comprises several stages including
source separation, MIDI transcription and score conversion. This
pipeline is evaluated against an updated corpus of solo tran-
scriptions of the saxophonist Charlie Parker.

chapter 5 describes “FiloBass”, a new dataset of MIDI, digital scores
and audio for 48 jazz bass performances. This data is used to
train a state-of-the-art note level transcription model for bass.
The resulting dataset is then analysed as an example of the mu-
sical insights that data-driven analysis can yield.

chapter 6 concerns polyphonic transcription, focusing on the gui-
tar. Using audio-to-score alignment techniques, in lieu of ground
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Figure 1.1: Flowchart with a high-level summary of the methods used in this thesis
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truth annotations, a transcription model is trained using pre-
cisely aligned score and audio pairs. This model achieves state-
of-the-art results across several datasets. Notably, the method is
not specific to the guitar and may be applied to other instru-
ments where matching audio-score pairs exist.

chapter 7 examines the task of non-pitched transcription as ap-
plied to the drum kit. An adaptation of an existing transcription
system is proposed, incorporating multi-stage source separation
followed by post-processing to yield improvements in accuracy
across several datasets. Furthermore, the proposed method in-
corporates velocity estimation and increases the number of pre-
dicted drum classes from 5 to 7, thereby increasing the realism
of the resulting transcriptions.

chapter 8 summarises the contributions of this thesis and includes
a critical analysis of the results from the proposed models, sug-
gesting potential improvements and areas for future research
where appropriate.

1.4 contributions

The main contributions of this thesis are:

1. Advances in Note-level Transcription for Instruments other
than Piano:
New approaches for monophonic and polyphonic note level
transcription, which include state-of-the-art methods for saxo-
phone, double bass and guitar.

2. Evidence that Aligned Score Data is a Viable Source of Train-
ing Material for Transcription Models:
Several transcription models are proposed which rely on audio-
score alignments as a source of training data. The state-of-the-
art results across several instruments show that aligned score
data is good enough to train robust and accurate models for
transcription.

3. Improvements in Drum Kit Transcription
An adaptation of an existing drum transcription model is pro-
posed. This is shown to increase accuracy, along with the num-
ber of drum classes which are recognised (from 5 to 7). Velocity
estimation is also included to enhance the realism of the tran-
scription output.

4. New Datasets:
Several tasks have required the compilation of new datasets, all
of which have been shared with the research community. These
include:

• FiloBass Dataset

• François Leduc Guitar Dataset
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1.5 publications 5

• Aligned Charlie Parker Omnibook

• GAPS - Guitar Aligned Performance Scores

• MDBDrums++ Dataset

Each of these is described in more detail in this thesis.

1.5 publications

This thesis contains work that was previously published in the fol-
lowing venues:

peer-reviewed conference papers :

1. Xavier Riley and Simon Dixon (2023a). “CREPE Notes: A new
method for segmenting pitch contours into discrete notes”. In:
Proceedings of the 20th Sound and Music Computing Conference.
Stockholm, Sweden, pp. 1–5

2. Xavier Riley and Simon Dixon (2023b). “FiloBass: A Dataset and
Corpus Based Study of Jazz Basslines”. In: Proceedings of the 24th
International Society for Music Information Retrieval Conference. Mi-
lan, Italy: ISMIR, pp. 500–507

3. Xavier Riley, Drew Edwards, and Simon Dixon (2024). “High
Resolution Guitar Transcription via Domain Adaptation”. In:
IEEE International Conference on Acoustics, Speech and Signal Pro-
cessing. Seoul, Republic of Korea: ICASSP

4. Xavier Riley and Simon Dixon (2024b). “Reconstructing the Char-
lie Parker Omnibook using an audio-to-score automatic tran-
scription pipeline”. In: Proceedings of the 21st Sound and Music
Computing Conference. Porto, Portugal

5. Xavier Riley, Zixun Guo, Drew Edwards, and Simon Dixon (2024).
“GAPS: A Large and Diverse Classical Guitar Dataset and Bench-
mark Transcription Model”. In: Proceedings of the 25th Interna-
tional Society for Music Information Retrieval Conference. San Fran-
sisco, USA: ISMIR

other publications :

1. Xavier Riley and Simon Dixon (2024a). “Enhanced Automatic
Drum Transcription via Drum Stem Source Separation”. In: Late
Breaking Demo at the 25th International Society for Music Informa-
tion Retrieval Conference. San Fransisco: ISMIR

It should be noted that for all the papers mentioned above, the au-
thor is the main contributor under the supervision of Simon Dixon
and Mathieu Barthet. These contributions included the origination of
the ideas and approach, together with work on all aspects of the im-
plementation. In works 3 and 5, Drew Edwards and Zixun Guo were
responsible for overseeing the training runs of the models. For work
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no. 5 all of the co-authors assisted with the manual review of score
alignments and correction of downbeat information, as described in
this thesis, and Drew Edwards also assisted with the data gathering
process.

1.6 code and models

To aid future research in this area, the following code repositories and
model weights are made freely available. These include:

1. CREPE Notes (code):

Described in chapter 3.

https://github.com/xavriley/crepe_notes

2. Saxophone Transcription Pipeline (code):

Described in chapter 4

https://github.com/xavriley/sax_transcription

3. Drum Transcription Pipeline (code):

Described in chapter 7

https://github.com/xavriley/DrumTranscription

4. Audio-to-MIDI inference for Saxophone, Bass and Guitar (code):

Described in chapter 4, chapter 5 and chapter 6 respectively.

https://github.com/xavriley/hf_midi_transcription

5. MDBDrums++ (dataset):

Described in chapter 7

https://github.com/xavriley/MDBDrumsPlusPlus

6. Saxophone Source Separation Model for Demucs v3 (model
weights):

Described in chapter 4

https://huggingface.co/xavriley/demucs_v3_saxophone_separation

7. Audio-to-MIDI for Saxophone, Bass and Guitar (model weights):

Described in chapter 4, chapter 5 and chapter 6 respectively.

https://huggingface.co/xavriley/midi-transcription-models

8. GAPS - Guitar-Aligned Performance Scores (dataset):

Described in chapter 6.

https://zenodo.org/records/13962272

https://huggingface.co/datasets/xavriley/GAPS (mirror)

9. François Leduc Guitar Dataset (dataset):

Described in chapter 6.

https://zenodo.org/records/10984521

https://huggingface.co/datasets/xavriley/FrancoisLeducGuitarDataset

(mirror)
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10. Charlie Parker Aligned Digital Omnibook (dataset):

Described in chapter 4

https://zenodo.org/records/14628467

https://huggingface.co/datasets/xavriley/CharlieParkerAlignedOmnibook

(mirror)

11. FiloBass (dataset):

Described in chapter 5

https://zenodo.org/records/10069709

https://huggingface.co/datasets/xavriley/FiloBass (mirror)

12. Steve Gilmore Aligned Basslines (dataset):

Described in chapter 5

https://huggingface.co/datasets/xavriley/SteveGilmoreAlignedBasslines

13. Ray Brown Aligned Basslines (dataset):

Described in chapter 5

https://huggingface.co/datasets/xavriley/RayBrownAlignedBasslines
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2
B A C K G R O U N D

This chapter examines the task of Automatic Music Transcription
(AMT), with a summary of recent developments in this field.

Section 2.1 gives an overview of the task and provides some defini-
tions to help frame contributions of this thesis.

Section 2.2 looks at frame-level pitch estimation in greater depth,
covering evaluation criteria and the different approaches to pitch es-
timation in both the monophonic and polyphonic settings.

Section 2.3 covers note-level transcription, with a focus on piano
transcription as this is where the field has made the greatest progress
to date.

Section 2.4 discusses the task of automatic score alignment as a
means of producing training data for AMT models. This is an impor-
tant technique throughout this work.

Section 2.6 looks at automatic transcription of drum kit perfor-
mances. This summarises previous work and looks at the current
state-of-the-art for this field.

Section 2.7 describes the task of source separation, where target
sounds are isolated from an audio mixture. This technique is used
throughout this thesis, however it is not a principle focus of this re-
search. An overview is provided to frame the contributions of the
source separation model that is introduced in chapter 4, and also to
provide some understanding for other places where source separa-
tion is used as part of a transcription pipeline.

Finally, Section 2.8 looks at the role of large-scale transcription in
the study of jazz music and identifies some of the potential applica-
tions and areas for further research.

2.1 automatic music transcription : an overview

Automatic Music Transcription is a long-standing task in the field
of Music Information Retrieval. It is concerned with the ability to
convert an audio representation into a symbolic one, such as a Musi-
cal Instrument Digital Interface (MIDI) file or a score. Benetos et al.
(2019b) introduces a useful taxonomy of transcription tasks:

• Frame level transcription

• Note level transcription

• Stream level transcription

• Notation level transcription

These form a hierarchy in which fine-grained information, such as
a pitch estimate for every 10ms, is converted to higher level repre-
sentations which are closer to the music notation that musicians are

9
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familiar with. This thesis is principally concerned with the first two
stages regarding pitched instrument transcription. For instruments
that do not have a fixed pitch (e.g. drum kit) a slightly different for-
mulation is required, as discussed in section 2.6.

Our attention now turns to each of these levels to describe the tasks
in more detail, together with descriptions of relevant work in the
field.

2.2 frame level transcription

The aim of this task is to estimate which pitches are present in a given
instant for some example of musical audio. This is usually performed
for a number of overlapping frames that are closely spaced (e.g. 10ms
apart). Estimating a single pitch per frame is an easier task, due to the
absence of overlapping frequencies between multiple sources. Our
examination is therefore divided into two parts: monophonic pitch
estimation and polyphonic pitch estimation.

2.2.1 Evaluation Metrics for Pitch Estimation

To assess the performance of pitch estimation algorithms, standard
metrics of Precision, Recall, and F-measure are commonly employed.
These provide a quantitative basis for comparing different algorithms
and evaluating their effectiveness.

Precision measures the proportion of correctly identified pitch esti-
mates among all the pitch estimates produced by the algorithm

Precision =
TP

TP + FP
(2.1)

where TP (True Positives) represents the number of correctly esti-
mated pitches, and FP (False Positives) represents the number of in-
correctly estimated pitches.

Recall measures the proportion of correctly identified pitch esti-
mates among all the actual pitches present in the ground truth. It
is calculated as:

Recall =
TP

TP + FN
(2.2)

where FN (False Negatives) represents the number of pitches present
in the ground truth but not detected by the algorithm.

The F-measure, or F1 score, provides a single value that balances
both Precision and Recall. It uses the harmonic mean of Precision
and Recall:

F-measure = 2 · Precision · Recall
Precision + Recall

(2.3)

The F-measure ranges from 0 to 1, with higher values indicating
better overall performance of the pitch estimation algorithm.
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These metrics offer complementary insights into an algorithm’s per-
formance. High Precision indicates that when the algorithm estimates
a pitch, it is likely to be correct. High Recall indicates that the algo-
rithm is effective at detecting most of the actual pitches present. The
F-measure provides a balanced assessment and is particularly useful
when a single metric is needed for comparison or optimisation pur-
poses.

2.2.2 Monophonic Pitch Estimation

The history of the concept of pitch is closely related to theories of
music - as such, it has a long and distinguished history dating back
to antiquity. A comprehensive review of the main theories of pitch
perception and their associated models can be found in de Cheveigné
(2006). The author divides the field into two schools - one of temporal
coding (auto-correlation) and one of spectral coding (place theory).

In terms of temporal approaches, several variations on the auto-
correlation of a waveform have been proposed. Work on cancellation
models culminated in the Average Magnitude Difference Function
(AMDF) used in the YIN algorithm (de Cheveigné and Kawahara,
2002). The method introduced in the paper does not claim novelty
in any single idea but in the combination of several refinements to
produce an accurate model.

An interesting variation on auto-correlation is found in the Strobed
Temporal Integration (STI) model introduced in Patterson et al. (1992).
This makes use of neurological evidence for the conversion of signals
into pulse trains, where the pulse train in this case is derived by peak-
picking or similar approaches. Notably, this encodes phase sensitivity
in contrast with other approaches. These are intended to produce
an Auditory Image Model (AIM) as a useful latent representation
for downstream processing. The pulse train representation has an
additional benefit of lower computational requirements.

More recently, PYIN (Mauch and Dixon, 2014) achieved state of
the art results by adding Viterbi decoding to choose an optimal path
between candidate frequencies produced by YIN. This helped to im-
prove the accuracy of the predictions by greatly reducing the number
of octave errors – these are frames where a harmonic is incorrectly
identified as being the fundamental frequency.

An alternative approach was proposed in Das, Iii, and Chafe (2017),
in which an extended Kalman filter was used for post-processing.
This achieved an improvement over the baseline performance of YIN
but did not reach state-of-the-art accuracy.

Kim et al. (2018) introduced CREPE: a Convolutional Representa-
tion for Pitch Estimation. Their method uses a convolutional neural
network which is trained to identify a fundamental frequency from
the time-domain waveform. A series of 1-D convolutions act as a
learnable audio filterbank, with the resulting filters covering 5 bins
per semitone while strongly rejecting harmonic partials. During eval-
uation it was shown to be very effective, achieving state-of-the-art
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performance across two datasets. Later work has attempted to im-
prove the efficiency of the model (Ardaillon and Roebel, 2019) and the
performance with background noise (Tran, Batricevic, and Koishida,
2020), however, neither work was able to achieve the results of the
original implementation.

SPICE (Gfeller et al., 2020) offers comparable levels of accuracy
to CREPE together with improved performance in the presence of
background noise. It is trained on audio in a self-supervised fashion,
meaning that access to a large annotated dataset is not a requirement.

Engel, Swavely, and Roberts (2020) shows an alternative deep learn-
ing method which derives F0 estimates via inverse synthesis. This
claims to outperform CREPE on the MIR 1k dataset, however, the re-
sults do not align with the original evaluation performed by Kim et al.
(2018).

Finally, in Riou et al. (2023) the authors take a different approach
using a self-supervised transposition invariant objective. A network
takes a CQT as input and learns to predict the pitch distance from
a fixed reference point. The results are competitive with fully super-
vised approaches despite using a very small number of parameters.
The outputs of the model are pitch and confidence metrics for each
10ms frame, similar to CREPE.

2.2.3 Polyphonic or Multi-Pitch Estimation (MPE)

The closely related task of MPE attempts to estimate multiple fun-
damental frequencies for each frame. This is a more complex task,
due to the nature of harmonic sounds – these contain partials that
may overlap, particularly in the higher frequency range. The follow-
ing summary of the literature is heavily biased towards piano, due
to the availability of large and high-quality datasets of audio-MIDI
pairs for this instrument. These include MAPS (Emiya et al., 2010)
and MAESTRO (Hawthorne et al., 2019), which were compiled using
special pianos that are designed to record key events as a stream of
MIDI information. Through examining the results for piano transcrip-
tion, it is hoped that the successful approaches can be transferred to
more general polyphonic transcription models, assuming that the is-
sues around gathering training data of sufficient quantity and quality
can be solved.

The presence of multiple frequencies means that simpler approaches
such as auto-correlation are no longer viable and other methods must
be used. Early proposals for tracking multiple pitches date back to
Moorer (1977), which uses heuristics involving the harmonic series to
detect pitches in violin duets. Investigation into human pitch percep-
tion theories led to models using digital signal processing techniques,
which are well summarised in Klapuri (2004).

2.2.3.1 Non-Negative Matrix Factorisation (NMF)

Non-Negative Matrix Factorisation, proposed in Lee and Seung (1999),
was an early success in the modern era of machine learning, offering
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(a) NMF Spectrogram input of 4 note piano melody

(b) NMF Components (R=4) (c) NMF Activations

Figure 2.1: Example NMF analysis of a 4 note piano melody: (a) Input spec-
trogram, (b) Extracted components, and (c) Corresponding acti-
vations

a way to break down complex representations such as images into
latent spaces, allowing features to be identified and extracted. Ini-
tial research was concerned with image processing, but audio-based
NMF methods for MPE were later proposed in Smaragdis and Brown
(2003). The authors proposed a method whereby a spectrogram, X,
was decomposed via NMF into two non-negative matrices - W rep-
resenting partitions of the X (basis vectors), and H representing the
activations over time (weights). A parameter R determines the rank
i.e. how many discrete components of W the original signal is decom-
posed into. In the case of MPE for piano, this might be one component
for each key on the piano. A high value of R allows for a more per-
fect reconstruction, however the value of the tool for analysis is in
choosing a rank that groups all of the notes of interest within a piece
while omitting components that are empty or contain only noise. An
example can be seen in Figure 2.1.

In the same time period, the image processing community (Hof-
mann, 1999) were investigating Probabilistic Latent Semantic Index-
ing. This turned out to be closely related to NMF techniques (Ding,
Li, and Peng, 2008), with the added advantage that the probabilistic
model allowed for extensions such as shift-invariance that were later
applied to MPE (Smaragdis, Raj, and Shashanka, 2006).

2.2.4 Neural Networks (NNs)

Recent years have seen deep learning solutions applied to a wide va-
riety of tasks, and MPE is no exception. Typically, these will take an
input representation (usually an image representing a spectrogram or
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similar) that represents audio in both the time and frequency axes. Im-
portant design considerations are the choice of input representation,
the “receptive field” (the width of a window of the signal held by the
model during training and inference) and the training objectives.

The first application of neural networks to the problem of MPE
occurred relatively early in Marolt (2000), with the author publish-
ing a range of work from 2000 onwards. This proposes a multi-stage
approach, comprised of an acoustic model based on theories of the
human auditory system, followed by adaptive oscillators to identify
signals of interest, and finally a neural network that acted as a classi-
fier to identify notes.1

Compared with active research on NMF-based approaches, progress
on NN-based solutions to MPE did not yield significant results until
2016. Up to this point, working with audio directly in NNs had been
considered challenging due to high memory requirements and diffi-
culty in training. However, Kelz et al. (2016) showed that it was pos-
sible to train an NN model which outperformed the state-of-the-art
approaches, without implementing any post-processing steps on the
output. This work also offered a comprehensive comparison of how
various input representations, network architectures and parameters
affected the frame-wise pitch estimations.

In terms of accuracy, Hawthorne et al. (2018) offered a breakthrough
for piano transcription with a remarkable 100% relative improvement
on the MAPS dataset using their “Onsets and Frames” model. This
method showed that dual training onset detection with frame-wise
pitch detection led to improved results. The authors also tackled the
issue of estimating velocity (a measure of perceived loudness). The
main advance was in training a separate network to identify note
onsets, which was then fed into the note estimation code during post-
processing. This architecture allowed the frame-wise note predictions
to prune candidates more effectively by ensuring that a predicted
note is attached to a related onset. This approach maps particularly
well to the piano, where the onset is well defined by a broadband
pulse in the frequency domain. They conclude with the need for bet-
ter datasets to enable more precise timing information and also sug-
gest that employing a music language model (as described in Sigtia,
Benetos, and Dixon, 2016) would be a logical next step.

In the years following Hawthorne et al. (2018), several variations
using NN architectures were proposed. None of these yielded large
improvements in the state-of-the-art, however the following summary
outlines their interesting features. Sadekar and Mahajan (2019) re-
ported state-of-the-art results on the MAPS dataset using a very sim-
ilar architecture to “Onsets and Frames” but with the more compact
Constant Q-Transform (CQT) representation used as the input to the
model. The authors describe “limitations due to the non-availability
of varied and large annotated music data.” and also comment that
models based on recurrent neural networks (RNNs) are not as re-

1 This system, SONIC, remained in active development until at least 2016
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silient to new acoustic conditions, compared with the NMF-based
approaches that existed at the time.

Kelz, Böck, and Widmer (2019b) takes a more general approach,
looking at how to optimise NNs that train on multiple tasks (e.g. on-
sets, notes, offsets, loudness etc). This is further developed in Kelz,
Böck, and Widmer (2019a) by utilising a hidden Markov model (HMM)
as a post-processing step which yields a very marginal improvement
in transcription accuracy. However, this work did not use the same
subset of MAPS data, which makes a direct comparison with contem-
porary methods more difficult to achieve.

2.3 note level transcription

A brief description of the closely related task of note level transcrip-
tion now follows. Given a set of frame predictions, coupled with a set
of onset predictions, the task is to turn these into discrete notes with
a pitch, a start (onset), an end (offset) and an optional velocity.

This formulation of the task is closely related to the standard for
MIDI files, which are particularly well suited for modeling the be-
haviour of an acoustic piano. The standard MIDI fields of note on,
note off, pitch and velocity have clear parallels with the piano, which
has well defined onsets and fixed pitches. Instruments without these
characteristics can still be modelled but the mapping between the au-
dio and the MIDI representation may be less well defined. In general,
this thesis focuses on the core problem of predicting discrete notes,
leaving problems such as encoding pitch bends and specific instru-
mental techniques as a focus for future research.

2.3.1 On Metrics Specific to Note Level Transcription

As with frame level transcription, this task is mainly concerned with
“Precision”, “Recall” and “F-measure scores” – these give an indi-
cation of which notes were correctly identified, within certain toler-
ances. The timing of the onsets and offsets are subject to a tolerance
of around 50ms. Pitch estimates are usually considered to be correct
if they are within 50 cents of the target pitch (i.e. ± a quarter tone).
The piano transcription literature also includes metrics for note offset
accuracy, along with a frame-wise estimation of whether the sustain
pedal was depressed or not. Again, this is only possible due to tech-
nology included in certain pianos that can record the key up and
key down events and encode them in MIDI format. For other instru-
ments, the concept of an offset is harder to judge, even for a human
listener (Bittner et al., 2022). For this reason, this thesis focuses only
on note-level transcription accuracy where only the onsets are con-
sidered. The challenge of accurately modeling offsets is left to future
work.
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2.3.2 State-of-the-art Transcription Methods for Piano

Building on the Onsets and Frames model, Kong et al. (2021) pro-
posed several effective updates to achieve a new state-of-the-art re-
sult for the MAESTRO dataset in 2020. These included a technique to
perform regression on the onset and offset predictions to give a more
precise estimate of timing. Despite retaining the hop-size of 10ms
from earlier work, the timing precision of the estimated onsets and
offsets was enhanced to around 3ms via this regression technique.
The authors include experiments that show this allows the model to
be more robust to misaligned labels in the training data, even when
evaluating under shorter thresholds than the standard 50ms.

The following year, Yan, Cwitkowitz, and Duan (2021) adapted this
work to address the use of static thresholds for activations at the
note prediction stage. Instead of using a simple threshold for onsets
and offsets, the authors propose a “Semi-CRF” (Conditional Random
Fields) model which predicts regions over the frame output. This tech-
nique avoids the use of static thresholds when post-processing to de-
termine note boundaries, which allows the model to be more robust.
While this did not achieve state-of-the-art results for the MAESTRO
test split, the results remained competitive for the time.

A different direction was taken in Hawthorne et al. (2021), which
attempted to use a transformer model to take spectrograms as in-
put and produce a MIDI-like text representation as output. This ap-
proach eschews the use of an intermediate representation and instead
attempts to predict the note values in an end-to-end fashion. This
method was adapted to multi-instrument transcription in Gardner et
al. (2022) by adding text tokens representing the MIDI channel (and
therefore the instrument class) for each note.

Finally, the authors of Yan, Cwitkowitz, and Duan (2021) have up-
dated their method to replace the Semi-CRF with a non-hierarchical
transformer – this performs a similar function, allowing the model to
detect frame activation regions which correspond to notes (Yan and
Duan, 2024). In addition to the use of a transformer, it describes a
more aggressive strategy for data augmentation along with the use
of max-pooling to smooth the input to the transformer component.
Upon publication, this model represents the current state-of-the-art
for piano transcription.

To get an impression of the abilities of piano transcription models
over time, we look to the largest and most popular dataset for training
piano transcription models, MAESTRO (Hawthorne et al., 2019). The
progression of state-of-the-art results is shown in Table 2.1. The same
progression is also included for the smaller MAPS dataset (Emiya
et al., 2010) in Table 2.2. These are both included as the comparison
is important – while MAESTRO is a large and accurate dataset, the
acoustic conditions are relatively restricted (i.e. recordings may be
from the same room, the same piano, the same microphones etc.).
This has led to several of the state-of-the-art methods exhibiting over-
fitting, as shown by their relatively poor results on the MAPS test
split. However, the MAPS dataset does appear to have alignment is-
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sues, as described in Yan and Duan (2024), which places a ceiling on
the accuracy that existing methods can achieve. In any case, a high
scoring result on MAPS is indicative of a more robust, generalisable
model.

Year Title Note F1

2018 Onsets and Frames v2 (Hawthorne et al., 2019) 95.32

2019 Adversarial Onsets and Frames (Kim and Bello,
2019)

95.56

2020 High resolution piano transcription (Kong et al.,
2021)

96.72

2021 Sequence-to-sequence (Hawthorne et al., 2021) 95.59

2021 Skipping the Frame level (Yan, Cwitkowitz, and
Duan, 2021)

96.51

2022 MT3 (Gardner et al., 2022) 96.00

2023 Onsets and Velocities (Fernandez, 2023) 96.78

2023 TF Perceiver (Lu, Wang, and Hung, 2023) 96.9

2023 HFT Transformer (Toyama et al., 2023) 97.44

2024 HATANet (Wang et al., 2024) 97.81

2024 Scoring Intervals (Yan and Duan, 2024) 98.32

Table 2.1: Progression of methods claiming SOTA results for onset-
only note level F1 score on the test split of the MAESTRO
dataset (Hawthorne et al., 2019)

2.3.3 The Architecture of the Kong Model

To understand some of the contributions of this thesis, it is now im-
portant to focus on the architecture of the model in proposed Kong et
al. (2021), as it forms the basis of several state-of-the-art approaches.
While this thesis does not make improvements to the model archi-
tecture itself, it does seek to train several such models using newly
prepared datasets. Therefore a deeper understanding is beneficial to
this work.

As shown in Figure 2.2, the model takes a log scaled mel-spectrogram
as input. These are generated from 10 second audio clips, with 229

mel bins spaced over frequencies from 30Hz to 8000Hz. Batch nor-
malisation is applied to the frequency bins before the result is passed
to the “Acoustic Model”. This comprises several convolutional layers
with pooling applied across the frequency axis (to maintain tempo-
ral accuracy), followed by a fully connected layer and a biGRU (bi-
directional Gated Recurrent Unit) layer, and finally a fully connected
layer (not shown in figure). The authors propose that biGRU is able
to capture temporal features, similar to the use of long short term
memory (LSTM) in the Onsets and Frames model.

The model outputs activations for four heads - Onset, Offset, Frame
and Velocity. A post-processing stage is then needed to convert these
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Year Method Note Onset F-measure

2017 Onsets and Frames (Hawthorne et
al., 2018)

82.3

2018 Onsets and Frames v2 (Hawthorne
et al., 2019)

86.4

2020 POV-net (Shibata, Nakamura, and
Yoshii, 2021)

86.7

2023 HFT Transformer (Toyama et al.,
2023)

85.14

2024 Edwards et al. (Edwards et al.,
2024)

88.4

2024 HATANet (Wang et al., 2024) 88.6

2024 Scoring Intervals (Yan and Duan,
2024)

90.38

2024 Scoring Intervals (Yan and Duan,
2024)

92.98

Table 2.2: Progression of SOTA for onset-only note level F1 score on the test
split of the MAPS dataset (Emiya et al., 2010). The last result in
the table is for a MAPS test split with corrected alignments

continuous activations to discrete MIDI notes – this can be stated
simply as choosing those onsets and offsets that correspond to a series
of frame activations which exceed a user-defined threshold. This is
similar to the approach taken in Hawthorne et al. (2018), however
Kong et al. also introduce a technique to improve temporal accuracy.
Noting that the hop size of their input is 10ms, they regress the onset
and offset activations to find a point between frames where the actual
onset is most likely to have occurred.

This “high resolution” estimate of timing, together with an effec-
tive acoustic model, allows this transcription system to achieve good
accuracy when trained on sufficient amounts of high quality data.
The authors also demonstrate that their regression technique allows
for a more robust handling of noisy or misaligned labels, as well as
greater accuracy when shorter timing tolerances are used in evalua-
tion. Qualitatively speaking, the increased accuracy of the timing pro-
duces a more musically pleasing result when listening to rendered
transcriptions produced by this model.

2.3.4 Characterising Modern Transcription Methods for Piano

There now follows an attempt to categorise the most successful recent
approaches to piano transcription. The method proposed by Onsets
and Frames (OAF) is used as reference point for this discussion, and
the approaches are divided into three groups, as follows:

thresholding training an OAF-type model and then post-processing
with a static threshold to determine an onset event has been a re-
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Figure 2.2: Diagram of the High resolution piano transcription model pro-
posed in Kong et al. (2021). Dashed boxes represent the “Acous-
tic Model” with the final fully connected layer omitted.

liable and effective method thus far. Examples include Edwards
et al. (2024) and Kong et al. (2021).

hybrid this is a relatively under-explored approach that uses an ad-
ditional model to segment the frame output into discrete notes.
Yan, Cwitkowitz, and Duan (2021) pioneered the use of Condi-
tional Random Fields (CRFs) for this purpose, with more recent
work (Yan and Duan, 2024) using Transformers instead to ob-
tain state-of-the-art results for piano.

end-to-end covers models which do not attempt to learn any kind
of intermediate frame-level representation and instead model
the task as taking an audio representation as input and produc-
ing a note level representation as output directly. This includes
Hawthorne et al. (2021) and Gardner et al. (2022).

This thesis mainly makes use of “Threshold” methods based on
Kong et al. (2021), however it is important to put them in the context
of recent developments as this helps to frame future directions for
research.

2.3.5 Areas for Improvement and Future Directions

The latest state-of-the-art results from Yan and Duan (2024) demon-
strate that it is possible to transcribe both MAESTRO and MAPS with
a high degree of accuracy. This suggests that the published model is
robust to different acoustic conditions and that it learns the task of
piano transcription, as opposed to overfitting on the training data.

For a discussion of augmentation strategies, Edwards et al. (2024)
provides a detailed breakdown of different processing techniques and
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how they affect transcription accuracy at the expense of generalisa-
tion.

A potentially under explored technique in the transcription task
is data masking in conjunction with an encoder-decoder architec-
ture. In Gong et al. (2022), the authors achieve good results across
a range of audio classification tasks by pre-training a vision trans-
former to reconstruct spectrograms where patches have been masked.
This encourages the model to learn features of real sounds, such as
natural harmonic relationships. The same concept of pre-training via
a reconstruction loss was applied to music transcription in several
works (Cheuk, Herremans, and Su, 2021; Wu et al., 2023) focused on
music transcription in low resource settings. The hypothesis is that
the masking during training forces the text decoder to function as a
language model, which may help improve robustness where the au-
dio input is ambiguous or noisy. However, if the model allows the
decoder to dominate the prediction of the next token without con-
sidering the spectrogram inputs, this can result in “hallucinations”
where the model produces incorrect predictions. Given that these are
trained to mimic the distributions seen during training, these hallu-
cinations are often plausible and are therefore difficult to detect reli-
ably.

To summarise, the progression of results reveals a number of trends:
data augmentation strategies are important, masking data can in-
crease robustness and improve results, and text-decoder based lan-
guage models can be helpful.

2.4 producing training data for amt models from un-
aligned scores

A key challenge for this thesis is to produce useful training data for
instruments other than piano, in the absence of specialised hardware
to capture MIDI directly from the instruments. One potential source
of such data is musical scores which can be aligned with real perfor-
mances to form a pseudo-ground truth annotation.

Automatic Score Alignment (ASA) is a long standing task within
the field of MIR, with pioneering work on symbolic alignment done
in Dannenberg (1984). This section is focused on approaches to poly-
phonic audio-to-score alignment. For further reviews of research on
this topic, the reader is referred to Morsi and Serra (2022) and Agrawal
(2022).

Early work on this task explored variants of Dynamic Time Warp-
ing (DTW) (Devaney and Ellis, 2009; Dixon, 2005; Müller, Kurth, and
Röder, 2004; Orio and Schwarz, 2001), and especially techniques that
reduced the computational complexity of DTW, e.g. for real-time ap-
plications (Arzt, Widmer, and Dixon, 2008). While DTW provides
good results for broadly aligning events in time, it is not able to deal
with cases where the note order in the score differs from that in the
performance. In particular, simultaneous notes in the score are often
performed with small asynchronies between the notes (Goebl, 2001).
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To address such cases, approaches have been developed that identify
onsets from NMF activations (Carabias-Orti et al., 2015; Niedermayer,
2009), but with DTW still being used to obtain an initial alignment.
This allowed for improvements in precision, however the process re-
quires a learning stage in which the spectral templates are identified,
meaning the approach is less robust for out-of-distribution data.

Wang et al. (2018) take a similar two-pass approach but instead use
a generic Multi-Pitch Estimation (MPE) method to identify individ-
ual note onsets. More recently, Simonetta, Ntalampiras, and Avanzini
(2021) have explored the use of AMT for piano to align scores to
the transcribed MIDI directly. The authors acknowledge that their ap-
proach is highly dependent on the performance of the transcription
model, but it can yield good results in ideal cases.

An important variation on this idea was put forward in Maman and
Bermano (2022), in which activations from an existing AMT model
are used, instead of spectral features or transcribed MIDI outputs.
The model activations used for purpose are sometimes referred to
as a “posteriogram” – a term used in the speech processing commu-
nity which conveys the the notion of a posterior distribution (e.g. for
phoneme or pitch classes) over time, similar to a spectrogram. This
technique offers an improvement over previous approaches as it avoids
issues with aligning to potentially inaccurate MIDI outputs. Instead
it allows the alignment to match on whatever signal it can find, re-
gardless of how weak it may be.

In their work, the transcription model is first bootstrapped by train-
ing on synthetic audio-score pairs. It is then retrained on real audio-
score pairs where the scores which have been aligned to the poste-
riogram from the initial model. This process goes through several
iterations of “Expectation Maximisation” (Dempster, Laird, and Ru-
bin, 1977) to improve the results before a final transcription model is
obtained. The authors report strong results for transcription of Gui-
tarSet (Xi et al., 2018) in a zero-shot setting which suggests that the
approach generalises well.

A potential criticism of their approach is that they attempt to tackle
issues of scale by proposing an entirely unsupervised pipeline. This
thesis questions whether this is necessary and whether in fact a smaller,
higher quality dataset would be sufficient to obtain better results. This
thesis also questions whether current DTW methods are sufficiently
accurate to allow an unsupervised approach to work effectively at
scale.

This work retains the principle of a two-stage alignment process,
aligning notes from a score to a posteriogram produced by a tran-
scription model. This consists of an initial DTW step, followed by a
fine alignment step to capture local asynchronies in the note onsets.
The work in this thesis also differs from Maman and Bermano (2022)
in using a smaller amount of source material with manually verified
downbeat annotations for supervised training data, as opposed to the
fully unsupervised approach. The downbeat annotations from this
manual process can serve as “anchor points” for the DTW process,
meaning that alignment errors are constrained to a single measure of
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music, instead of potentially affecting the global alignment. Further
details of this process are explained in subsection 6.3.1.

2.5 transcription of guitar

The guitar is often featured in jazz ensembles, and this thesis there-
fore considers the transcription of guitar. This section examines prior
approaches to guitar transcription.

GuitarSet (Xi et al., 2018) is the most widely used MIR dataset for
guitar, providing around 3 hours of annotated guitar performances.
The data collection process required the use of a specialised guitar
fitted with a hexaphonic pickup that was able to capture the output
of individual strings. The use of a single guitar severely limits the di-
versity of timbres and recording conditions, and in turn this makes it
harder for AMT models to generalise from this data (Riley, Edwards,
and Dixon, 2024).

The EGDB (Chen et al., 2022) dataset contains 2 hours of guitar au-
dio, recorded by a professional guitarist using a hexaphonic pickup
and recorded via DI (direct input). The DI signal is then further ren-
dered using 6 different amplifier emulation plugins. The onsets and
offsets of each note are annotated.

The IDMT-SMT-GUITAR database (Kehling et al., 2014) is recorded
by 3 musicians using 6 different guitars (5 electric, 1 acoustic). The fi-
nal audio is either obtained from DI (Direct Input) or microphone out-
put. It contains 4 subsets, each targeting a different MIR task, ranging
from single notes to chords to various short musical pieces. The util-
ity of this dataset for transcription tasks is limited however, as only a
subset of the audio has corresponding time-aligned note annotations.

Improvements in diversity of audio sources were achieved in Ma-
man and Bermano (2022) through the use of score alignment tech-
niques. Digital scores (in MIDI format) were aligned to the activa-
tions of the Onsets and Frames transcription model (Hawthorne et
al., 2018) which was trained on synthetic data. Low quality align-
ments were discarded and the remaining data was used to fine tune
the model further. This approach yielded a new state-of-the-art result
on GuitarSet in the zero-shot setting, demonstrating a generalisable
model. The authors collected 5 hours of classical guitar recordings
and scores in this work, but these were not released as part of the
publication.

As an alternative to annotating real world audio, Zang et al. (2024)
proposed a large scale dataset of synthesised audio from a subset
of the DadaGP dataset (Sarmento et al., 2021). When used as a pre-
training step, the authors note improvements in multi-pitch estima-
tion over 3 guitar datasets. Despite the large volume of additional
training data, their note level results on the GuitarSet test split (86.1%
F1, no offset) are lower than those of several other methods which
use GuitarSet alone (see Riley, Edwards, and Dixon, 2024). This sug-
gests that synthetic data alone is not sufficient to improve AMT sys-
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tems, but a full comparison with consistent use of model architectures
would be needed to establish this with more certainty.

2.6 transcription of drums

In order to transcribe the jazz ensemble, one must also consider non-
pitched elements such as the drum kit. Automatic Drum Transcrip-
tion (ADT) is regarded as a separate task in the MIR community, how-
ever the methods which have been proposed are similar to those used
for pitched instruments. The nature of drums means that this task fo-
cuses on detection of transients (onsets) belonging to different instru-
ment classes e.g. cymbals, toms, bass drum, snare etc. While pitched
instruments typically use a constant tuning standard of 440Hz, there
is no comparable standard for percussion. This extra degree of free-
dom arguably makes the task more difficult as the sonic content of
the various drum classes may vary considerably between recordings.

There are many subtasks of ADT: these include drum sound classi-
fication (DSC), Drum Sound Similarity Search (DSSS) and Drum Tech-
nique Classification (DTC). This thesis focuses on the transcription
of solo drum kit audio to identify note onsets in N = 7 instrument
classes, leveraging recent advances in source separation (see Section
2.7) to obtain solo drums from an audio mixture.

2.6.1 Related Work

As ADT is not the only focus of this thesis, the survey that follows
is relatively brief. For more information about this task, earlier ADT
methods up to 2006 are well summarised in Fitzgerald and Paulus
(2006). Wu et al. (2018) covers more recent developments including
NMF-based methods and nascent deep learning approaches.

Both of these surveys show that the history of ADT mirrors that
of AMT in terms of which techniques were adopted. However, accu-
racy in the ADT task is still far below that of piano when comparing
results for standard metrics. As identified in (Wu et al., 2018), the ac-
curacy of existing ADT systems are affected by several data issues,
such as:

• small size

• lack of complexity

• lack of diversity (homogeneity)

The most commonly used datasets for ADT evaluation are ENST (Gillet
and Richard, 2006), MDB (Southall et al., 2017) and RBMA (Vogl, Dor-
fer, and Knees, 2017). These are described in further detail in chap-
ter 7. All of these datasets are publicly available, however they remain
too small to train effective models (Zehren, Alunno, and Bientinesi,
2023).

In an effort to address the shortage of usable training data, Gillick
et al. (2019) introduced the “Groove MIDI Dataset” (GMD) which
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used a Roland Electronic drum kit to record performances by hu-
man drummers in both MIDI and sample-based audio formats. This
was later augmented in Callender, Hawthorne, and Engel (2020) to
include audio renderings from an additional 44 sample-based drum
kits using a newer Roland drum kit module. The authors were able
to train an Onsets and Frames model using this extra data, however
the released model appears to struggle with generalisation – for ex-
ample, the process of applying MP3 encoding to the input audio can
adversely affect transcription results2.

This example highlights an issue in ADT that synthetic datasets are
large and accurate, but not sufficiently realistic due to the summing of
sampled sounds. Conversely, datasets of real drum audio are difficult
to annotate accurately. Two datasets of large, real-world audio have
been proposed to address this gap. Using audio and MIDI pairs from
the Lakh MIDI dataset, Wei, Wu, and Su (2021) aligns these via DTW.
A similar approach is taken in Zehren, Alunno, and Bientinesi (2021)
in which crowd sourced transcriptions from the computer gaming
site “Rhythm Gaming World” were aligned with their corresponding
audio performances on YouTube to form the ADTOF-YT and ADTOF-
RGW datasets.

2.6.2 State-of-the-art Transcription Methods for Drums

An important work in ADT, Vogl, Dorfer, and Knees (2017) proposed
a model based on a Convolutional Recurrent Neural Network (CRNN)
which transcribed 3 “drum classes”. These classes refer to the cate-
gory of drum which was struck to produce a note and may include
bass drum (BD), snare (SN) and hi-hats (HH). Later works also in-
clude toms (TM), crash cymbals (CY or CR) and ride cymbals (RD).
The model from Vogl, Dorfer, and Knees transcribed 3 drum classes
(BD, SN, HH) with state-of-the-art results on the ENST dataset. This
was later expanded to 8 drum classes (Vogl, Widmer, and Knees,
2018).

A similar architecture was used in Zehren, Alunno, and Bientinesi
(2023) with the larger datasets they introduced containing around 350

hours of annotated audio. The output of this model was constrained
to 5 classes due to the source material used as training data. It repre-
sents the current state-of-the-art for drum transcription on the MDB
dataset with an F-measure of 81% for drums which are transcribed
directly from an audio mixture.

In Vogl, Widmer, and Knees (2018) and an accompanying online
presentation3, the authors emphasise that their method struggles to
disambiguate certain similar sounding drum classes e.g. bass drum
and low floor tom, crash cymbal and ride cymbal. They conclude
with an appeal to consider the musical context in future transcription
models, which may help to resolve some of these ambiguities and
achieve greater accuracy.

2 https://github.com/magenta/magenta/issues/1876

3 https://www.ifs.tuwien.ac.at/~vogl/slides/dafx-18.pdf
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2.7 source separation

Music source separation has seen an explosion of interest with the
introduction of viable deep learning methods and can serve as a use-
ful preprocessing step for many music analysis tasks, including AMT.
The goal of source separation is to isolate individual sound sources
or instruments from a complex mixture of sounds.

The task can be defined as finding a system to decompose, for ex-
ample, a stereo song x(n) ∈ R2 into four separate stereo tracks:

• vocals: sV(n) ∈ R2

• bass: sB(n) ∈ R2

• drums: sD(n) ∈ R2

• other: sO(n) ∈ R2

The original song can be reconstructed as the sum of these compo-
nents:

x(n) = sV(n) + sB(n) + sD(n) + sO(n), (2.4)

where n ∈ Z represents the time index.
In the context of jazz ensemble transcription, source separation can

be particularly challenging due to the scarcity of training data that
contains examples of jazz instruments with separated stems. If the
data problems can be solved for instruments commonly used in jazz,
it follows that source separation could significantly enhance the ac-
curacy of subsequent transcription processes by allowing each instru-
ment to be analysed independently.

This thesis does not attempt to introduce or explore novel source
separation methods, rather to use them as a step in advancing AMT.
For that reason, the focus is placed on Demucs (Rouard, Massa, and
Défossez, 2022) – a deep neural network architecture that has shown
strong results in separating music mixtures into individual stems.

The original design of Demucs was inspired by the Wave-U-Net
architecture (Stoller, Ewert, and Dixon, 2018), which successfully ap-
plied a U-Net architecture to raw waveforms for source separation.
Demucs improved on this by changing the activation functions, us-
ing specific initialisation weights and introducing a Bi-Directional
Long Short-Term Memory layer (Bi-LSTM – a type of RNN) between
the encoder and the decoder. After the audio has passed through
the encoder to obtain a compressed representation (also known as
a latent space), a separate network learns to predict a mask for this
compressed representation that enables the isolation of a target for
a given source mixture. For example, this mask could isolate a vocal
stem from a full band recording.

A newer variant of Demucs, called “Hybrid Demucs”, improves
source separation performance further by adding another U-Net which
takes spectrograms as input. The first 5 layers of the waveform and
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spectrogram U-Nets run in parallel, before being combined via sum-
mation at the 6th encoder layer. The authors also introduce a cross-
domain Transformer Encoder layer (Vaswani et al., 2017) between
the encoder and decoder layers (replacing the Bi-LSTM) to aid re-
construction quality and allow variation in the spectrogram param-
eters during training. The first layer after the decoder is partitioned
to recover distinct waveform and spectrogram branches. Finally, the
spectrogram branch is converted back into a waveform via the inverse
Short Time Fourier Transform (STFT) and summed with the output
from the waveform branch to obtain the prediction of the model.

This architecture is one of many successful approaches for the source
separation task that have been proposed in recent years. Their success
is predicated on suitable training data being made available – this
usually consists of isolated multi-track “stems” recorded in a studio
setting, together with the final mixed version of the audio. Progress
in this area has been made possible by the MDB Dataset (Bittner et al.,
2014) which contains stems for vocals, bass, drums and “other”, and
this is the most common separation format on which these models
are evaluated. This poses a challenge for jazz instruments, for which
studio recorded stems are not readily available and this issue is dis-
cussed in more detail in chapter 4. However, the ability to isolate
individual instruments from a mix has wide commercial applications
in music production and this has driven progress toward commer-
cial solutions for more diverse models during the time in which this
thesis was produced. It can be expected that the diversity of source
separation offerings will improve over time, and that the use of au-
dio source separation will become a robust solution for transcription
pipelines, even in the case of less commonly used instruments.

2.8 transcription of jazz

This section considers the role of transcription, particularly automatic
transcription, in the study of jazz music more generally. As a predom-
inantly improvised form, notation does not exist for the majority of
performances as it typically requires an expert human transcriber. A
single solo lasting around a minute can take many hours to transcribe
accurately, making large-scale transcription projects prohibitively ex-
pensive and difficult to scale. Despite this high cost of production,
transcribed notation is a cornerstone of jazz pedagogy and scholar-
ship, and transcribing solos is often seen as a rite of passage for aspir-
ing jazz musicians.

2.8.1 Major Works and Contributions

Transcription can be useful for a variety of reasons including com-
prehending and interpreting the music, characterising playing styles,
and for decoding performers’ mental frameworks during improvisa-
tion. This section reviews some of the many significant works that
have advanced the understanding of jazz through transcription and
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analysis, in order to provide motivational examples for the AMT
work in this thesis. These include:

thesis of thomas owens (Owens, 1974) Examining the work of
Charlie Parker, Thomas Owens’ 1974 thesis made extensive use
of transcription to categorise structural elements of Parker’s so-
los. The transcriptions were performed manually, representing
a monumental scholarly effort, however they are not yet avail-
able in digitised form which limits their application as training
data.

the “dig that lick” project (Henry et al., 2024) This project at-
tempted fully automatic transcription for 1736monophonic so-
los, spanning a 100 year history of jazz. They published a web
based tool for pattern exploration but did not include the con-
version to musical score. Their approach, described in Başaran,
Essid, and Peeters (2018), extracted main melody contours di-
rectly from audio mixtures which were then segmented into
discrete MIDI notes.

weimar jazz dataset (wjd) (Pfleiderer et al., 2017) Another large
scale jazz transcription project, this includes 456 transcriptions
of solos from important figures in jazz from the past 100 years.
MIDI representations of solos were initially transcribed manu-
ally and then automatically quantised to produce scores, how-
ever the rhythmic quantisation is not idiomatic and these re-
main challenging for a human musician to use. The WJD also
includes some semi-automatic, beat-level transcriptions of bass
accompaniment (Abeßer and Balke, 2018; Abeßer et al., 2017;
Abeßer and Müller, 2021). This initially covered 41 bass lines
but has now been expanded to 415

filosax (Foster and Dixon, 2021) Foster and Dixon recognised that
previous work which uses automatic transcription methods suf-
fered from a lack of accuracy in terms of both the MIDI tran-
scriptions and the resulting music scores. They address this by
constructing a new dataset containing solo saxophone stems, ac-
curate MIDI transcriptions and accurate human readable scores
in MusicXML format. This covers 48pieces played by 5different
professional tenor saxophonists, resulting in a dataset of around
24hours of audio. They also perform an analysis of various mu-
sic performance features as part of the work, using the collected
data to examine swing-feel timing ratios and use of enclosures.

2.8.2 Potential of Large-Scale Transcription

The above work demonstrates the effectiveness of large scale tran-
scription in opening up new avenues for musicological research and
understanding. These include
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• Individual Style Profiling: Developing comprehensive profiles
of individual musicians’ improvisational vocabularies and how
they evolve over time e.g. Owens (1974)

• Influence Mapping: Tracing the spread and adaptation of mu-
sical ideas through the jazz community (Henry et al., 2024)

• Trend Analysis: Identifying evolving patterns in improvisation
techniques across different eras, regions, and stylistic schools of
jazz (Pfleiderer et al., 2017)

• Music Pedagogy: Gaining deeper understanding of the tech-
niques and cognitive processes underlying real-time musical
creativity and improvisation (Foster and Dixon, 2021)

While each improvisation is unique, examining transcription data
on a large scale gives us perspective on trends, patterns and musical
rules. This macro-level analysis brings us closer to understanding the
thought processes and creative decisions made by performers during
improvisation, offering insights that might be missed when studying
individual solos in isolation.

As automated transcription technologies continue to improve, the
potential for groundbreaking research in jazz musicology grows, of-
fering new insights into the rich tapestry of this unique art form.
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3
U N S U P E RV I S E D M O N O P H O N I C T R A N S C R I P T I O N :
C R E P E N O T E S

3.1 introduction

This thesis begins with the task of automatically converting an audio
recording of a jazz solo into a MIDI representation. The principle aim
of this task is to identify individual pitches together with their precise
onset times. This work is focused on onsets only, as opposed to onsets
and offsets. As noted in the piano transcription literature (Bittner et
al., 2022; Hawthorne et al., 2018), offsets are harder to assess correctly
and less relevant to the perceived quality of a transcription.

A fundamental question then arises: what is a note onset? This is
difficult to answer with precision as the answer is ultimately subjec-
tive (Proutskova et al., 2023), however one can aim to address the
common cases in which human annotators would likely agree.

In the course of studying this problem the following framework
was devised, which may provide some useful intuition. Within the
framework there are three (non-exclusive) means by which an onset
may be perceived. All of these are subject to some threshold, below
which the change is not significant enough to be perceptually regis-
tered. They are as follows:

pitch change When a note changes in pitch from one steady state
to another steady state

spectral/timbral change When the energy distribution in the
frequency domain changes from one frame or window to the
next (known as spectral flux)

amplitude change When a note changes (usually increases) in
amplitude within a sufficiently short time frame

These three methods are not necessarily exclusive or independent,
but at least one would appear to be required for a note onset to
be present. For example, when one considers a source consisting of
a pure sine tone, then an abrupt change in pitch by more than a
semitone would clearly trigger an onset, while registering very little
change in either the spectral flux or the amplitude envelope. Syn-
thetic examples which isolate the other factors can also be easily con-
structed.

In the case of real world audio, an onset will likely include elements
of 2 or 3 of these factors and so a successful automatic transcription
system should be able to discern when there are significant changes.
This chapter describes CREPE Notes, an early work in this thesis,
which attempted to address this problem with a signal processing
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32 unsupervised monophonic transcription : crepe notes

approach. The intended use case was monophonic instrumental au-
dio, and this work can be compared with the later instrument specific
techniques based on supervised learning in chapter 4 and chapter 5.

3.2 background

Monophonic note transcription has tended to focus on the human
voice as input (Faghih et al., 2022; Kroher and Gómez, 2016; Mauch
et al., 2015; Mauch and Dixon, 2014) however the human voice is
comparatively limited in terms of range and speed of note transitions
when compared with instrumental music, which can be considered
to be a more challenging target. Early work on this task by Brossier,
Bello, and Plumbley (2004) and Collins (2005) identifies an important
observation: a change in pitch by more than a semitone often demar-
cates note boundaries. This idea has also been explored more recently
by Faghih et al. (2022). The work presented in this chapter also uses
this principle, however it differs in that additional information is com-
bined with the pitch contour to increase the accuracy of the output. In
the case of successive repeated notes at the same pitch, the pitch con-
tour is essentially flat and offers no information about the presence of
onsets. For this reason, repeated notes require a different treatment
to obtain an accurate transcription.

3.3 method

The proposed method is named CREPE Notes, as it builds on the
pitch tracking system CREPE (Kim et al., 2018) by augmenting it to
produce discrete MIDI notes from the continuous pitch and confi-
dence estimations. The steps that make up the method are described
in detail below and Figure 3.1 is also included as a visual guide.

3.3.1 The CREPE model

CREPE is a state-of-the-art solution for monophonic pitch tracking. It
processes raw audio samples using a convolutional neural network
(CNN) to construct a filter bank, with five such filters for each mu-
sical semitone between C1 and B7 (corresponding to 32.70Hz and
1975.5Hz). A strong response in a given output bin is taken to indi-
cate the presence of a pitch. This is performed over windows of 1024

samples, at a 16 kHz sampling rate, with a hop size of 10ms. Predic-
tions are made for 360pitch bins, each representing a 20 cent range
across 6 octaves. The model is trained using a binary cross entropy
loss.

In addition to pitch estimates, CREPE also includes a measure of
“confidence” which estimates the strength of the pitch content relative
to the overall signal. This is derived by taking the maximum of the
activation strengths from the model outputs at the last layer. Given
that the output of the CREPE model can be viewed as a bank of
audio filters with extremely narrow bandwidths, a high confidence
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34 unsupervised monophonic transcription : crepe notes

score can indicate that the audio source is strongly periodic in that
narrow frequency range and correspondingly, low confidence scores
suggest either aperiodic sounds (i.e. noise) or low energy sections.

This confidence measure is one of the inputs to the proposed method.
One can observe that there are typically troughs of varying depth at
note transitions, however the confidence signal is noisy and simple
thresholding is not usually effective. This can be seen in Fig. 3.2(b),
where the troughs (marked with circles) that correspond to note bound-
aries in Fig. 3.2(a) have a wide range of confidence values, overlap-
ping with non-boundary trough values.

3.3.2 Pitch gradient

As previously discussed, the rate of change in the pitch contour can
also be used as an indicator of note boundaries (Brossier, Bello, and
Plumbley, 2004; Collins, 2005; Faghih et al., 2022). When making use
of a pitch contour it is important to note that pitch is perceived in a
roughly logarithmic fashion. This means that the pitch gradient for
a unit pitch change will differ depending on the pitch: e.g., B0→C1

≈ 2 Hz, while B7→C8 ≈ 236Hz. Faghih et al. (2022) address this by
“stretching the pitch contour"; this work achieves a similar result by
converting the pitch estimates in Hz to semitone units, expressed as
a fractional MIDI number, which is based on log frequency.

An example of such a pitch gradient is shown in Fig. 3.2(c) with
peaks in the pitch gradient roughly corresponding to note boundaries
shown as circles. Similar to the confidence measurements, it can be
observed that these peaks are not at consistent heights and it would
be difficult to choose a threshold value that distinguishes real note
boundaries from false ones.

3.3.3 Initial segmentation

Neither the confidence metric from CREPE nor the peaks in the pitch
gradient are directly usable for segmentation without some threshold
being chosen. A contribution of this work is that a cleaner signal can
be obtained by combining these two features. The proposed method
takes the confidence output from CREPE, subtracted from 1 to turn
valleys into peaks, and multiplies this by the normalised absolute
gradient of the pitch contour. An example can be seen in Fig. 3.2(d)
– this highlights that the combined signal exhibits less noise and bet-
ter defined peaks than either of the component signals alone. Given
the clarity of this combined signal, a low threshold (empirically set at
0.002 by default) can be used to detect peaks which generally corre-
spond to note boundaries. The detected peaks (shown as circles) align
well with the ground truth note segmentations shown in Fig. 3.2(a).

This approach does produce some false negatives, particularly at
boundaries for repeated notes on the same pitch, where the pitch gra-
dient is close to zero. These are addressed via an alternative mecha-
nism, as discussed in subsection 3.3.4.
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(a) Ground truth MIDI note annotations (grey boxes) and CREPE
pitch estimates (circles)

(b) CREPE Confidence (blue line) with troughs (circles)

(c) Absolute pitch gradient (blue line) with peaks (circles)

(d) Combined confidence and gradient (blue line) with peaks (circles)

Figure 3.2: Data and features used by the CREPE Notes method, for an ex-
tract from the Filosax dataset (Participant 4, Track 17). X-axis
shows time in seconds.
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A further processing step uses a pairwise comparison of predicted
segments. If the median pitch for the two segments differs by more
than 1 semitone then the boundary between the segments is con-
firmed. However, if the difference in median pitch between the two
segments is less than one semitone then the segments are combined
to form a longer segment. This helps to avoid false positives in the
segmentation process, resulting in a sequence of candidate note seg-
ments in which all repeated notes are combined into a single segment.
The use of the median pitch for this step follows the implementation
of the widely used PYIN Notes function (Mauch and Dixon, 2014).

3.3.4 Repeated notes

The steps mentioned above assume that every onset coincides with a
pitch transition, but this is not the case for repeated notes at the same
pitch. For these the pitch gradient is close to zero, which results in the
segments being merged under the proposed scheme. For the specific
case of segmenting repeated notes an additional onset detection algo-
rithm (Schlüter and Böck, 2014) is used, with a very high threshold
(empirically set at 0.7). This is run over the merged segments, allow-
ing long notes that contain highly probable onsets within them to be
re-segmented. Treating repeated notes as a separate step in the tran-
scription process is also described in Kong et al. (2021) which focuses
on piano transcription.

3.3.5 Amplitude thresholding and trimming

At this stage the note segmentation is practically useful, however the
original CREPE method does not explicitly distinguish between peri-
ods of silence and instrumental activity, leading to spurious predic-
tions throughout the silent sections. In order to remove these, the max-
imum amplitude is computed for each note segment using the ampli-
tude envelope – this is derived from a 50Hz low-pass filtered Hilbert
transform of the original waveform, although other techniques such
as Root-Mean-Square (RMS) envelope may be used. The amplitude
envelope is then normalised to using the maximum value over the
entire recording, and then mapped onto the range from 0 to 127via
linear interpolation.

Any note segments with a maximum amplitude below a user-configured
threshold are removed. This threshold is defined from 0 to 127 which
corresponds to the velocity parameter used in the MIDI protocol and
is set to 15 by default. Extremely short notes are also removed via
a configurable threshold, set by default at 30ms (determined empiri-
cally).

A final stage of processing is required because CREPE is insensitive
to the amplitude of a signal, meaning the detection of pitch can occur
at very low amplitude levels. Although the pitch may technically be
present, it might not align well with any perceptual onset or offset.
The remaining onsets and offsets are adjusted in a step referred to
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as “amplitude trimming", where each predicted note has the start
and end trimmed if the amplitude has not reached (in the case of an
onset) or has fallen below (in the case of an offset) a user-configured
threshold.

3.3.6 Summary

Referring to the framework suggested in section 3.1, the proposed
method is now analysed in those terms. The use of pitch change in-
formation is clear - using changes in the pitch gradient to mark note
boundaries is a key component of this method. The role of the con-
fidence output from CREPE is less clear however, as it is the output
from the last layer of a non-linear neural network. It appears to reflect
information about the spectral content of the signal, at least indirectly,
as aperiodic or noisy onsets would distribute activation energy across
the spectrum more evenly but more work is required to fully charac-
terise this behaviour.

Finally, the amplitude information is handled in the processing
pipeline by trimming predicted segments. This doesn’t inform onset
boundary detection directly and can be considered a weakness of this
approach. Future work could examine a more equal contribution of
pitch, spectral flux and amplitude envelope to estimate note bound-
aries but this would likely require a supervised approach to obtain
the best results.

3.4 experiments

3.4.1 Datasets

While the task of pitch tracking can make use of synthetic datasets to
obtain accurate ground truth (Kim et al., 2018), the process of making
discrete note annotations on real audio often requires human input.
The challenge of synthesising data on a note level is that the varia-
tions in timbre and amplitude found in real recordings are difficult
to imitate reliably.

Work by Wu et al. (2022b) offers the possibility of producing such
a synthetic dataset with greater levels of realism along with accurate
note annotations, and has been adopted in the “Chamber Ensemble
Generator" (CEG) dataset (Wu et al., 2022a). The work is promising
but CEG focuses on polyphonic examples with relatively slow mov-
ing parts (e.g. chorales), making it less suited to our task of solo
instrumental onset and offset evaluation. Generating more challeng-
ing synthetic datasets for solo instrumental material is left for future
work.

While several datasets with ground truth note annotations are avail-
able, the evaluations in this work avoided those that were used to
train the two other deep learning based methods (Basic Pitch and
MT3 - see below). Instead these approaches are tested on two previ-
ously unseen instrumental datasets to facilitate a fair comparison.
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This evaluation focuses on the performance of the methods un-
der challenging conditions, for example pieces which contain short
notes, rapid changes and/or legato phrasing with unclear onsets. The
Filosax dataset (Foster and Dixon, 2021) is ideal for this purpose as
it contains around 24 hours of audio, made of jazz saxophone solos
with expert human note annotations.

Results are also shown for the same methods on the “ITM-Flute-
99” dataset: a smaller corpus of 99 recordings of traditional Irish
flute (Köküer et al., 2019) totalling around 20 minutes of audio. This
dataset is particularly challenging due to the high number of short
notes (as short as 30ms) which are integral to the style of the music.
The recordings in this dataset did not all tune to a 440Hz standard
which caused errors in the ground truth pitch labels provided by the
authors. To rectify this, all recordings were converted to use 440Hz
tuning using Librosa1 to estimate the original tuning and Rubber-
Band2 for high quality pitch shifting. Ground truth note annotations
were also provided in Hz and these were scaled to the new tuning
before the corrected pitch labels were re-calculated.

3.4.2 Methodology

CREPE Notes is compared with a number of other systems, however
it is noted that monophonic instrumental note segmentation is ad-
dressed relatively infrequently in the existing literature. PYIN (Mauch
and Dixon, 2014) initially published results on pitch tracking, how-
ever the official implementation also contains code to segment a sig-
nal into notes which has been widely cited and adopted in dataset
creation (Bittner et al., 2021; Xi et al., 2018). Bittner et al. (2022)
proposed an instrument agnostic, multi-pitch tracking method which
also works for monophonic transcription. This evaluation made use
of the latest release at the time of this work (September 2022), which
is packaged and distributed as the “Basic Pitch" software library.3

MT3, proposed in Gardner et al. (2022), is also included in the eval-
uation. This is a system designed for multi-instrument, polyphonic
transcription that also functions for the monophonic instrumental
case. The results are obtained using the published model, however it
was not trained on saxophone or flute data specifically so it is likely
that results could be improved with a more specific model or fine
tuning.

It was not possible to compare with the method proposed by Faghih
et al. (2022) directly, as they focus on vocal transcription and their
published implementation did not run successfully at the time that
this evaluation took place. A full comparison is a goal for future work.

1 https://librosa.org/

2 https://breakfastquay.com/rubberband/

3 https://basicpitch.spotify.com/

[ October 13, 2025 at 16:40 – classicthesis ]

https://librosa.org/
https://breakfastquay.com/rubberband/
https://basicpitch.spotify.com/


3.4 experiments 39

CNt CN PYIN BP MT3

Recall 88.26 88.61 50.32 80.62 40.67

Precision 77.18 76.91 69.50 71.18 45.78

F-measure 82.31 82.31 58.28 75.54 42.97

Overlap 88.54 89.91 87.36 83.45 72.96

Parameters 0.5M 22M N/A 17K 77M

Table 3.1: Results evaluating monophonic note prediction accuracy on the
Filosax dataset for CREPE Notes and baseline methods. Mean
scores are shown for each metric. Abbreviations are CNt (Crepe
Notes “tiny" model, proposed), CN (Crepe Notes “full" model,
proposed), PYIN (PYIN Notes), BP (Basic Pitch). Parameter counts
for each model are shown for reference. For the proposed models
the parameter count of the corresponding CREPE model is given

CNt CN PYIN5 BP MT3

Recall 66.66 65.79 36.58 55.56 23.87

Precision 66.73 67.18 64.83 64.92 28.35

F-measure 66.58 66.35 46.44 59.58 25.47

Overlap 79.96 80.53 82.50 77.33 69.02

Parameters 0.5M 22M N/A 17K 77M

Table 3.2: Results for monophonic note prediction accuracy on the ITM-
Flute-99 dataset for CREPE Notes and baseline methods, showing
mean scores for each metric. Details are given in Table 3.1.

3.4.2.1 Parameter Count and Model Efficiency

A range of model sizes are available for CREPE, and a parameter
count for the published models is listed where applicable. While the
proposed method does not use deep learning directly, the size of the
CREPE model which was used to provide the pitch and confidence
estimates for these experiments is given. Results are included for the
largest and smallest available models, named “full” and “tiny” re-
spectively.

3.4.3 Results

The mir_eval (Raffel et al., 2014) library is used to calculate preci-
sion, recall, F-measure and overlap. A default threshold of 50ms was
used to evaluate note level accuracy (onset only). Results across 238

tracks in Filosax4 are shown in Table 3.1. Results for the ITM-Flute-99

dataset are shown in Table 3.2.
The results show that the proposed CREPE Notes method outper-

formed the other methods for these datasets. From informal observa-
tions, all methods appear to produce good results on slower moving
passages but the CREPE Notes maintains a high degree of accuracy

4 Two tracks omitted due to alignment issues in ground truth annotations.
5 Dataset was originally created with PYIN, thus the high overlap score.
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when faster groups of notes are played thereby increasing its utility
for solo instrumental transcription tasks.

Surprisingly, the use of the smallest CREPE model has minimal
impact on performance for this task. This can be explained by two
factors: one is that the CREPE authors note that there is around a
1.5% drop in raw pitch accuracy (RPA) between the largest and small-
est models which is not a large reduction relative to the difference
in parameter count. Also, taking the median pitch estimate for each
segment may make the method more robust to short-term pitch esti-
mation errors.

3.4.3.1 Hallucinations in Seq-2-seq Models

The performance of MT3 is notably lower than that of the other meth-
ods that were examined. One of the characteristics of “seq-2-seq”
audio models such as MT3 is that they can be prone to “hallucina-
tions”, where the predictions are unrelated to the input audio, a phe-
nomenon discussed briefly in Radford et al. (2022); this thesis posits
that the dataset audio in these examples diverges from the sources
used to train MT3, which may make such errors more likely as the
model becomes less confident.

3.5 discussion and conclusions

A system for monophonic note-level transcription is presented which
outperforms other solutions by a wide margin on two challenging
datasets of real instrumental audio. An appealing aspect of the so-
lution is that it is implemented as a series of simple algorithmic
post-processing steps over the output of a state-of-the-art pitch track-
ing system. Once the initial pitch tracking has taken place, the note
segmentation runs faster than realtime on a single CPU with no ad-
ditional models required. The original CREPE model is instrument
agnostic (Kim et al., 2018) and effective on the full range of musi-
cal pitch; these are properties which the proposed method inherits.
CREPE also reports good robustness to noise which is a property to
be explored in further work.

The fact that the proposed method is able to outperform a larger
model like MT3 may be surprising, however, MT3 is designed and
trained to perform both polyphonic transcription and multi-instrument
classification. These tasks together are inherently more difficult and
explain the need for the additional parameters. Therefore MT3 may
still be considered to be efficient in that context.

3.5.1 Dependency on CREPE

This method currently relies on the use of CREPE as it provides a high
level of pitch accuracy and useful signal for segmentation in the form
of the confidence measure. Other pitch tracking methods have met-
rics that are similar to this confidence measure, such as voiced/un-
voiced predictions. Future work could examine whether this method
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can be made more general by combining the calculated pitch gradi-
ent with the various confidence terms. Furthermore, in the time since
this work was undertaken a new pitch estimator called “PESTO" was
introduced in Riou et al. (2023). The released implementation pro-
duces similar confidence and pitch estimations and could be used
as a drop-in replacement for CREPE when using the CREPE Notes
method, offering faster processing speeds and comparable pitch esti-
mation accuracy.

3.5.2 Role of Post-processing

The results in this work also suggest that the role of post-processing
in this task requires further examination. A similar approach is used
in many successful transcription models, namely that pitch contours
are first calculated in a frame-wise manner and then post-processed
to segment the notes. Future work may examine the role of post-
processing for transcription tasks in more detail, including an ex-
ploration of methods to learn note segmentation as an end-to-end
process. MT3 is an example of such a method, however a more spe-
cialised model for monophonic instruments may yield better results
on this task.

3.5.3 Reflections and Future Directions

Since the original publication of this work in 2023, it is somewhat sur-
prising that a robust, general purpose method for monophonic MIDI
transcription from audio remains elusive. The method proposed above
is a step toward that goal, however a more comprehensive solution is
likely to incorporate additional features such as spectral flux, phoneme
boundaries (in the case of singing voice) and contextual cues such as
beat information. It seems that any solution which incorporates these
would benefit from a deep learning approach as the decision bound-
aries for note onsets would become more complex to determine, but
the success of this simpler method suggests that this need not be a
heavy, data hungry, end-to-end approach to be successful in this task.
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4
S U P E RV I S E D M O N O P H O N I C T R A N S C R I P T I O N :
S A X O P H O N E

4.1 introduction

Among the many genres of Western music, jazz stands out as be-
ing particularly complex due to its improvisation, syncopation, and
swing-feel elements that are quintessential yet difficult to quantify
and transcribe. Charlie Parker was a leading figure in the develop-
ment of bebop and modern jazz, and his recorded solos demonstrate
many of these characteristics. These solos are technically demanding
and helped to define styles and idioms that have been adopted by sub-
sequent generations of jazz musicians. This helps to explain why the
“Charlie Parker Omnibook” (Aebersold and Slone, 1978) has been in
print continuously since its original publication. This collection of 60

transcriptions of his solos is a widely used resource for jazz students
and professionals alike.

This chapter investigates a pipeline approach to automatic music
transcription that leverages advances in source separation, MIDI tran-
scription, and score generation technologies. The goal is simple –
given the available methods, is it possible to transcribe the solos of
Charlie Parker directly from audio to sheet music without manual in-
tervention? The choice of Charlie Parker as the subject of this study is
deliberate: his work presents a challenging real-world benchmark for
evaluating the efficacy of AMT systems on material that is culturally
significant and still widely studied today.

4.2 pipeline overview

This section provides an overview of the steps in the proposed tran-
scription pipeline, including the motivations and challenges which
informed its construction.

4.2.1 Transcription to MIDI

Automatic music transcription generally aims to convert musical au-
dio into a useful symbolic representation such as MIDI. Benetos et
al. (2019a) claim that monophonic transcription is a solved problem,
however the work described in chapter 3 suggests that this is not yet
true for more intricate sources like jazz saxophone and traditional
Irish flute.

Historically, approaches to the monophonic transcription task have
involved frame-wise pitch estimation followed by some method to
segment the pitch contour into discrete notes. PYIN (Mauch and
Dixon, 2014) (in particular the PYIN notes function) is still a pop-
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ular tool for this purpose, but its accuracy when classifying at the
note level is not sufficient to avoid manual corrections. CREPE Notes
(chapter 3) improves on this but it is still limited to 82.31% note level
F-measure on the FiloSax dataset.

4.2.2 Source Separation

As described in section 2.7, source separation has seen growing in-
terest due to the success of deep-learning approaches. The proposed
pipeline in this chapter makes use of Demucs (Défossez, 2021), releas-
ing a newly trained model for saxophone source separation which is
described below in subsection 4.3.1. However, this work does not aim
to introduce any novel architectural choices for the source separation
task.

4.2.3 Score Layout

The process of converting a human performance to a musical score
is typically performed by highly skilled human transcribers and com-
putational approaches have had limited success so far in this task.
Performance timing must be interpreted in terms of musical units
on a metrical grid and note durations must be chosen which allow
the score to be parsed with minimal difficulty by human performers.
Quantising a note to its nearest position on the grid is an obvious ap-
proach, however this does not always account for rhythmic variation
in expressive human performance such as the use of swing feel and
playing “behind the beat”. The qparse library (Foscarin et al., 2019)
handles monophonic score layout by combining these two stages,
using a probabilistic grammar defined by the user. This method is
adopted in this work by training a new grammar based on Charlie
Parker’s notated scores. This is described in more detail in subsec-
tion 4.3.2.

The various issues around score quantisation are further explored
in section 4.5. Polyphonic score layout is more challenging and be-
yond the scope of this work – the reader is referred to Liu et al. (2022)
for more information on this topic.

4.2.4 Other Pipelines and Alternative Approaches

The separate-transcribe-notate pipeline proposed in this work has
been used before, however not in a fully automated setting. The work
on transcribing jazz bass (Riley and Dixon, 2023b), described in chap-
ter 5 uses a similar approach, however the resulting dataset in that
case required a large number of manual corrections.

Large scale jazz transcription has similarly relied on automated ap-
proaches with corrections by human annotators (Xi et al., 2018). The
Dig that Lick project (Henry et al., 2024) attempted fully automatic ex-
traction of MIDI data for jazz solos but did not include the conversion
to musical score. Their approach (Başaran, Essid, and Peeters, 2018)
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extracted main melody contours directly from audio mixtures which
were then segmented into notes. Melodia (Salamon and Gómez, 2012)
was the previous state of the art for melody estimation from mono-
phonic and polyphonic sources. An alternative approach described
in Cheuk et al. (2023) and Manilow, Seetharaman, and Pardo (2020)
combines the source separation and transcription stages as a joint
learning problem, but these techniques do not produce score output.

In the latter stages of completing this work, Martínez-Sevilla et al.
(2023) was published. In this work the authors present an approach
for end-to-end audio-to-score (A2S) transcription, applied to a newly
constructed corpus of real and synthetic saxophone recordings. The
corpus used is smaller than that of FiloSax (3 hours vs. over 20 hours)
and contains simpler melodic material such as musical scales and
short phrases. Their method attempted to predict a text-based score
representation (Kern) directly as model output, which differs from
the pipeline approach we have taken in this work. They obtained sim-
ilar results for their synthetic and real world audio data which sug-
gests that the approach is viable, however the model weights were
not available at the time of writing so it was not possible to perform
a direct comparison. In contrast, this work opts for a more modular
pipeline so that any improvements in performance of system compo-
nents will directly benefit the overall result.

4.3 method

4.3.1 Producing the Evaluation Dataset

This work begins by enhancing and existing corpus of digital scores
from the Omnibook, presented in Déguernel, Vincent, and Assayag
(2016). This is used for the evaluation of the transcription pipeline
which is described in subsection 4.3.2. The corpus consists of 50 of
the 60 original tracks in the published Omnibook, converted by hand
to MusicXML1.

For this work, recordings that corresponded to each transcribed
segment were sourced and then uploaded to the Soundslice plat-
form2. Downbeats were then manually added to all 50 tracks, using
the variable speed and fine adjustment settings that the Soundslice
platform offers. Only sections corresponding to the notated scores
were annotated with downbeats, which typically meant the main
theme and the saxophone solo. In most cases these form a continuous
segment but additional metadata is included to account for gaps in
the downbeat annotations where other solos occur.

Given the age of the source material (recorded in live and studio
settings before Parker’s death in 1955) there were a number of issues
with performances not being reproduced at concert pitch (A440Hz).
Initial attempts to correct for this were made using an automatic ap-

1 Digitising the remaining 10 tracks is intended for future work
2 https://www.soundslice.com
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proach3 however on review these were found to be inaccurate, po-
tentially due to the poor recording quality and varied intonation in
the saxophone performances. The Soundslice pitch adjustment fea-
ture was instead used to make manual global pitch adjustments and
these adjustments were then applied to the source audio files using
the rubberband library4.

With downbeats and intonation resolved, the ground truth tran-
scriptions (in MIDI representation) were aligned to the audio of the
solo saxophone stems (the stem extraction process is explained in
subsection 4.3.2). The alignment was performed using Dynamic Time
Warping (DTW), as implemented in the SyncToolbox library (Müller
et al., 2021). To fine-tune the DTW path, the MIDI note onsets were
aligned to the frame level activations of a transcription model using
a high-resolution alignment procedure, described in section 6.3.

To aid further research, the updated Charlie Parker Omnibook dataset
is made freely available to other researchers. This includes MusicXML
scores, downbeats, performance-aligned MIDI files, links to the orig-
inal recordings and extracted saxophone stems tuned to A440Hz
standard. These can be accessed via the supplementary site for this
project5.

4.3.2 Transcription Pipeline Implementation

This section details the implementation of the proposed transcription
pipeline for the saxophone audio-to-score task – this is distinct from
the process used to create the Omnibook evaluation dataset.

The first stage in the pipeline is beat estimation, for which Mad-
mom (Böck et al., 2016) was chosen for its strong performance and
convenient implementation. This estimates the beat, downbeat and
time signature from the original audio mix which are later used in
score estimation. Initially it was found that the default parameters led
to a number of failures on the Omnibook recordings. To address these
a rough estimate of global tempo was first obtained from the tran-
scribed MIDI using the distribution of inter-onset intervals (Dixon,
2001). More accurate beat annotations were achieved by constraining
the minimum tempo to 15 BPM below the prior estimate derived from
the MIDI (to avoid picking a tempo which is too slow) and the max-
imum to 350 BPM (to account for the extreme tempi found in bebop
music). Empirically this was found to improve tempo estimation for
this dataset.

The next stage is to separate the saxophone audio from the over-
all audio mixture (source separation). The Demucs source separation
model (version 3, Défossez, 2021) was trained using audio from the
FiloSax dataset (Foster and Dixon, 2021) to produce stems for “Sax”
and “Other” stems which allowed the saxophone to be isolated from
the piano trio accompaniment. The complete set of 240 tracks was

3 https://librosa.org/doc/main/generated/librosa.estimate_tuning.html#

librosa.estimate_tuning

4 https://breakfastquay.com/rubberband/

5 https://aim-qmul.github.io/SaxTranscriptionPipeline/
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used for training to maximise the amount of available training data,
with tracks divided into 6 second segments. The model was trained
for 180 epochs with a learning rate of 0.001 and a batch size of 8.

For transcribing the separated saxophone stem to MIDI, a new
model was trained based on the high resolution piano transcription
work by Kong et al. (2021). This used an 80-10-10% split (by pieces)
of the FiloSax dataset as training data. Each recording is divided into
10-second samples with a hop size of 1 second and the best perform-
ing model used a learning rate of 10−4 and a batch size of 8. As the
training data came from tenor saxophone, the audio was augmented
with random pitch shifts which were continuously distributed be-
tween ±5 semitones. This was done to help match the registers of the
alto and baritone saxophones respectively and increases training va-
riety given the relatively small dataset. Training ran for 27.5K steps,
which amounted to approximately 55 epochs and the learning rate
was scaled by 0.9 every 5K steps.

Finally, for the MIDI-to-score stage the “qparse” package intro-
duced in Foscarin et al. (2019) was used. This aims to handle rhyth-
mic quantisation of MIDI elements along with score engraving by
treating it as a parsing problem that employs a user-specified gram-
mar to define probabilistic transition states between note types. A
grammar was defined based on the transitions observed in the Omni-
book data using the method described in Foscarin, Jacquemard, and
Rigaux (2019), however this led to an overly complex set of rules
which meant that some of the rules needed to be simplified empir-
ically. This was done to reduce the frequency of triplets in favour
of quavers in the predicted scores. The final grammar definition is
available with the code that is released alongside this work via the
supplementary site.

4.4 results

This section describes the results of applying the proposed transcrip-
tion pipeline to the original Charlie Parker recordings from the pro-
posed evaluation dataset, together with additional evaluations to demon-
strate the performance of specific stages. Due to the lack of ground
truth for the source separation step, an alternative evaluation dataset
is used instead.

4.4.1 Beat Tracking

Results for automatically estimated downbeats are shown in Table 4.1.
The method used is described in subsection 4.3.2. The results show
that the automatic estimation is generally poor, albeit with a wide
variance. As all the pieces in the dataset are in 4/4, the results for
the optimal downbeat placement within a bar are also included (i.e.
selecting the best of all possible “rotations”). The improvement when
rotations are included suggests that the beat tracking is relatively ac-
curate, but that downbeat estimation is challenging on this source
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Method (Madmom) Mean F-measure Max

w/ init bpm 29.20± 25.11 92.52

w/ init bpm and rotations 61.27± 30.57 97.74

Table 4.1: Downbeat F-measure results calculated by mir_eval for the pro-
posed Charlie Parker dataset. The values are expressed as per-
centages and a default tolerance of 70ms was used.

Method SDR (dB)

LALAL.AI Wind Stem 14.03± 2.38

Ours (Demucs + FiloSax) 14.22± 2.10

Table 4.2: Source Separation: Signal-to-Distortion Ratio (SDR) results calcu-
lated by mir_eval for two methods. The SDR values are expressed
in decibels (dB) and include the standard deviation. Higher is bet-
ter.

material. Since it requires little user effort to specify the correct rota-
tion, it may be desirable to compute multiple transcriptions for each
possible downbeat rotation and allow an end-user of such a system
to select the best result.

4.4.2 Solo Saxophone Source Separation

The performance of the proposed source separation model is evalu-
ated on a private dataset of 10 professionally produced jazz quartet
recordings featuring saxophone. To the best of our knowledge, there
are no recent source separation models for saxophone discussed in
the literature, therefore this work compares the results from the pro-
posed source separation model with those of a commercial offering6

to provide a baseline. As can be seen in Table 4.2, the proposed model
outperforms the commercial baseline, but it should be noted that the
Lalal.ai results were for a more general “Wind” stem, whereas the
proposed model was specifically trained for saxophone.

4.4.3 MIDI Transcription

This stage of the pipeline was evaluated on two datasets using stan-
dard metrics for note-level accuracy (no offsets, 50ms tolerance) pro-
vided by the mir_eval library. Evaluation results for a test split of
the FiloSax dataset are shown in Table 4.3, and results for the Charlie
Parker Omnibook dataset are shown in Table 4.4.

Here the model estimates a MIDI transcription using the source
separated saxophone stems as input. This is then compared with the
MIDI annotations created from the aligned scores in the evaluation
dataset. The proposed method is evaluated alongside CREPE Notes

6 https://www.lalal.ai/
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P50 R50 F50

CREPE Notes 82.35 83.05 82.67

Başaran, Essid, and Peeters (2018) 87.68 92.57 90.01

Proposed 96.47 95.90 96.19

Table 4.3: Note level transcription for the supervised audio-to-MIDI saxo-
phone model on the FiloSax dataset: Results for note-level tran-
scription accuracy (no offsets) on a randomly selected 25 track test
split of FiloSax. The symbols P50, R50, and F50 are Onset-only Pre-
cision, Recall and F1-measure, expressed as percentages, at 50ms
resolution.

P50 R50 F50

CREPE Notes 70.93 70.63 70.41

Başaran, Essid, and Peeters (2018) 70.60 77.98 73.68

Proposed 74.70 76.96 75.43

Table 4.4: Note level transcription for the supervised audio-to-MIDI saxo-
phone model on the Charlie Parker Omnibook dataset: Results
for note-level transcription accuracy (no offsets) on the proposed
Omnibook dataset alignments using stems from subsection 4.4.2.
Abbreviations are described in Table 4.3.

(described in chapter 3) which, prior to this work, demonstrated state-
of-the-art results on FiloSax over a number of other methods. The
results for Başaran, Essid, and Peeters (2018) are also included, as
this was the method selected to produce automated transcriptions
for the Dig That Lick project. All methods are evaluated on the source
separated stems.

On the FiloSax data, the proposed MIDI transcription model demon-
strates a large improvement over previous methods but this should
be interpreted with caution as the test data is from the same distri-
bution as the training set. On the out-of-distribution Omnibook data,
the proposed method also achieves the highest F-measure score but
the results are considerably lower than those achieved for FiloSax.
The three systems tested gave results that were respectively over 12%,
16% and 20% worse than the Filosax results, suggesting that the Om-
nibook can be considered a very challenging dataset.

4.4.4 Score Timing

The task of producing a score from a MIDI representation of a hu-
man performance has received less attention than the audio-to-MIDI
stage and as a consequence there is less agreement in the literature on
which metrics are most appropriate. This work uses a subset of the
metrics proposed in Cogliati and Duan (2017) to give an indication
of the edit distance between our transcribed scores and the ground
truth.
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Note Rest

Insert Del Insert Del TimeSig

qparse (Foscarin et al., 2019) 23.26 54.74 34.50 80.23 2.55

music21 (Cuthbert and Ariza, 2010) 45.36 48.41 791.93 41.26 2.69

Table 4.5: Score conversion: edit distance (lower is better) for music score
representation expressed by the mean number of corrective oper-
ations required. Results are shown for the 31 scores that qparse
could successfully process. The baseline is described in subsec-
tion 4.4.4.

For comparison a baseline method from the Music21 package (Cuth-
bert and Ariza, 2010) is included, which is used to import the tran-
scribed MIDI with quantizePost=True. This is to give an indication
of score quality when handled by basic quantisation alone.

The results in Table 4.5 show mean error rates, normalised by the
number of notes in each piece. We find that our proposed qparse
workflow requires fewer edits than the basic quantisation method,
showing particular efficiency regarding the number of rests that need
to be edited (34.50% insertions vs 791.93% for the baseline method).
This indicates that the proposed method requires less work to reach
the level of a human transcribed score, however there is still room for
improvement.

Excerpts of transcribed scores with their associated ground truth
are presented in Figure 4.1 and Figure 4.2. The complete set of scores
is available for detailed comparison via the supplementary site7. These
show that the proposed method performs well at producing “read-
able” scores, at the expense of some rhythmic accuracy. Offbeat eighth
notes are often quantised to be on the beat, for example, which sug-
gests that further work is required to refine the grammar rules pro-
vided to qparse. Looking at Figure 4.2 more closely also reveals issues
with tracking pitches in the upper register of the alto, as discussed in
section 4.5 below.

4.4.4.1 Stability of qparse

This work adopted the latest version of qparse, however a number of
issues were encountered that remain unresolved at the time of writ-
ing. This resulted in only 31 out of 50 scores being available for com-
parison, with the others failing to find a valid parsing result. In the
released code a fallback option is provided to offer more basic pars-
ing in cases where qparse fails, and work is ongoing in collaboration
with the qparse authors to improve the robustness of the code.

4.5 discussion

In attempting to reconstruct this corpus of saxophone transcriptions,
several challenges were encountered which have been described in

7 https://aim-qmul.github.io/SaxTranscriptionPipeline/

[ October 13, 2025 at 16:40 – classicthesis ]

https://aim-qmul.github.io/SaxTranscriptionPipeline/


4.5 discussion 51

Fi
gu

re
4
.1

:A
n

ex
tr

ac
t

of
“M

ar
m

ad
uk

e”
w

it
h

gr
ou

nd
tr

ut
h

on
th

e
up

pe
r

st
af

f
an

d
a

tr
an

sc
ri

pt
io

n
by

th
e

pr
op

os
ed

m
et

ho
d

on
th

e
lo

w
er

st
af

f.

[ October 13, 2025 at 16:40 – classicthesis ]



52 supervised monophonic transcription : saxophone

Figure
4.

2:A
n

extract
of

“T
he

Bird”
w

ith
ground

truth
on

the
upper

staff
and

transcription
by

the
proposed

m
ethod

on
the

low
er

staff.

[ October 13, 2025 at 16:40 – classicthesis ]



4.5 discussion 53

the prior sections. In spite of these, it is pleasing to note that the
proposed pipeline obtains the highest accuracy of existing methods
for the audio-to-MIDI stages and that the MIDI-to-score stage outputs
useful scores in many cases.

Some of the difficulties faced in producing scores from performance
MIDI were surprising, even in the relatively simple monophonic case
which this work focused on. Further work is invited on this topic
to find a robust method for conversion from performance timing to
score timing, with the goal of handling the trade off between rhyth-
mic accuracy and score complexity. Renewed research into metrics
and measures of score transcription quality would also be beneficial
in this area.

A particularly challenging problem was that of beat detection, which
traditionally assumes that the performers share a concept of a single
shared pulse. In jazz however, there has been some work to suggest
that participatory discrepancies (PDs) are a central feature of the mu-
sic. For example, this is where a soloist might “lay back” and phrase
their part deliberately late (Butterfield, 2010). This idea is obliquely
supported in a 1949 DownBeat interview with Charlie Parker himself:
when pushed to define the new genre of “bop” he gave the answer:

“The beat in a bop band is with the music, against it, be-
hind it,” Charlie said. “It pushes it. It helps it.”

This suggests that his placement of notes (“the music”) was de-
liberately manipulated with reference to the pulse (“the beat”) and,
indeed, this is something that can be seen in the dataset. For example,
short note values at the ends of bars are often quantised to the start
of the next bar. Given the lack of synchrony between performers, it is
clear that future MIDI-to-score solutions need to be flexible with the
concept of a downbeat in order to succeed in transcribing jazz in a
human-like fashion.

The separation and MIDI transcription parts of the pipeline are
shown to perform well, however their generalisation to all types of
saxophone could be enhanced further. Empirically, the system strug-
gles with the extreme upper register of the alto saxophone (altissimo,
harmonics etc.) but this is likely due to the available training data
being in a conservative range of the tenor saxophone. This could be
improved in future iterations with access to more diverse data (in-
cluding alto saxophone) and with more aggressive data augmenta-
tion strategies.

Despite these challenges, the best case outputs of the proposed
method produce usable scores. With further refinement, this pipeline
brings us a step closer to transcribing music accurately at scale. In
turn, this opens up new possibilities for management of large col-
lections and also for time savings in the transcription workflows of
individual musicians.
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4.6 conclusions

This work presented a new pipeline for end-to-end transcription of
solo saxophone from audio-to-score. Each stage in the pipeline is dis-
cussed and evaluated, with state-of-the-art results for source separa-
tion of saxophone and MIDI transcription of solo saxophone.

Alongside the transcription pipeline, a new evaluation dataset of
audio-score pairs of 50 Charlie Parker recordings is released. These
feature accurate alignments and timing information which may prove
useful in tasks such as transcription, expressive performance analysis
and generative modeling.

The resulting automated transcriptions are also published along-
side the ground truth scores to demonstrate what is currently possi-
ble in difficult cases of monophonic transcription from audio to score.
The results are not yet at the level of a human expert, but are a promis-
ing step towards more reliable transcription methods in future. It is
hoped that these will serve as a baseline to stimulate future research
in this area.

4.6.1 Reflections and Future Directions

The prospect of a reliable audio-to-score pipeline has become more re-
alistic in recent years. Huge improvements in related audio-to-symbolic
tasks like speech-to-text have arisen due to the use of transformer
based models such as Whisper (Radford et al., 2022). While these
suggest some possibilities, the reality is that music corpora cannot
compete with the large datasets used in the speech domain, such
as the 680,000 hours of annotated audio that Whisper relied on. As
such, it seems necessary to continue with hybrid methods like those
proposed here in the hope that automatic pipelines will yield data of
sufficient quantity and quality to train larger models. More research
into non-deep learning methods of score layout would be very wel-
come, however success in this task has been elusive thus far.

Of all the instruments that could produce sufficient data for a large
scale trained model, the piano would appear to be the most likely
candidate. If the additional challenges around the complexity of score
representation can be addressed, this may also yield a base model on
which audio-to-score pipelines for other instruments can be trained.
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5
F I L O B A S S : A D ATA S E T A N D C O R P U S B A S E D
S T U D Y O F J A Z Z B A S S L I N E S

5.1 introduction

This chapter addresses the double bass within the jazz ensemble, in-
cluding a range of work focussing on improving methods of auto-
matic transcription for the bass. The core of this work is the creation
of the FiloBass dataset, described below. In addition an analysis of
this new dataset was performed using computational methods, offer-
ing practical insights into the role of the bass in a jazz ensemble while
also demonstrating the utility and scalability of computational meth-
ods for musicology. Finally, a new transcription model is also trained
on the dataset which represents a new state-of-the-art in automatic
transcription for bass.

The role of the double bass (also known as the string bass or up-
right bass) in jazz is nearly ubiquitous as a time keeper, outliner of
harmony and as an occasional soloist. A key function is to play “walk-
ing bass”, where the harmony of the song is outlined by playing
chord tones on strong beats and linking them with arpeggio, scale
or chromatic movements on the remaining beats in the bar. This style
has emerged as a way to provide a rhythmic and harmonic foun-
dation to support a soloist. One motivation for this work was the
hypothesis that the way performers choose to outline chord changes
could provide important information for enhanced understanding of
jazz from an MIR perspective, such as for generative models. These
concepts may be further explored in future research.

The FiloSax dataset (Foster and Dixon, 2021) addressed a need for
high quality annotations to enable downstream tasks like automatic
music transcription, score layout and performance analysis. Building
on this, this work addresses the need for similarly high quality data
relating to the double bass as used in jazz, by focusing on the back-
ing tracks that were used to create the FiloSax dataset. The backing
tracks are taken from the Aebersold playalong series1 and include
performances by notable professional musicians.

Given the high quality of the bass playing on these tracks, fine-
grained annotations are provided to allow for detailed stylistic and
harmonic analysis. This represents the first large scale dataset to in-
clude detailed performance timing for jazz bass, which in turn should
allow for more realistic generative modelling applications and better
results for automatic transcription models. The transcriptions have
been carried out using a semi-automatic pipeline, described in Sec-
tion 5.3. To ensure accuracy, each note was checked manually and
additionally proof-read by a professional jazz bassist. The supple-

1 http://jazzbooks.com/jazz/JBIO
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mentary website includes the extracted audio stems together with the
transcriptions using the Soundslice platform2 to allow for easy brows-
ing and evaluation3. Audio, MIDI and MusicXML artefacts along
with the code to produce the following analysis are available to down-
load via the same site.

5.2 related work

Despite the important role of bass in the jazz genre, study of this
subject has often relied on fully manual transcriptions which are ex-
tremely labour intensive to produce (see Pinheiro, 2018, for an exam-
ple). To address the need for data on a larger scale, important work
was led by Abeßer et al. into automatic transcription of bass lines in
a jazz context (Abeßer and Balke, 2018; Abeßer et al., 2017; Abeßer
and Müller, 2021). One of the motivations for their work was the
idea that accurate bass transcriptions may be used to derive infor-
mation about the harmony of a song, which in turn could aid with
the task of automatic chord estimation. This resulted in 41 automatic
bass transcriptions (with manual verification) as part of the Weimar
Jazz Dataset (WJD Frieler et al., 2018). These are beat-wise pitch tran-
scriptions, meaning that they only contain a single pitch estimate for
each beat. They are only a partial annotation of the performance as
they omit rhythmic details, which in turn may limit their usefulness
in some downstream tasks such as performance analysis or genera-
tive modelling. Recent releases of the WJD dataset have included a
further 415 fully automatic transcriptions of the bass notes for each
beat.

The RWC-Jazz database (a subset of the widely cited RWC dataset
Goto, 2004) provides audio and aligned MIDI annotations for 5pieces,
which have multiple recordings across a number of different instru-
ment groupings which include bass. Bass is present on 37 recorded
tracks which total around 3hours of audio, however the audio is syn-
thesised from samples of isolated notes and is mixed rather than pro-
vided as individual audio stems. This allows for accurate alignment
at the expense of some realism in terms of articulation and dynamic
range.

Formal research into walking bass has also focused on rule-based
generation for modelling bass performances (Shiga and Kitahara, 2021).
By incorporating rules described in instructional materials for learn-
ing jazz bass, the authors were able to construct a hidden Markov
model (HMM) which produced musically relevant results according
to subjective listening tests. The authors mention a lack of training
data for this task and also note that they were unable to model any-
thing beyond beat-wise pitch estimation. In earlier work, Ramalho,
Rolland, and Ganascia (1999) also attempt to model jazz bass perfor-
mance by recombining pre-determined patterns (“fragments”) using
a rule-based approach.

2 https://www.soundslice.com/

3 https://aim-qmul.github.io/FiloBass/
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Outside of the jazz genre, Araz (2021) describes a pipeline for tran-
scribing bass lines from electronic music. This approach relies on
source separation to extract a bass stem before transcribing it to quan-
tised MIDI, and assumes that the music is recorded at a fixed tempo.
This is typical for electronic genres but not usually the case for jazz
performances. The MedleyDB dataset (Bittner et al., 2014) provides a
large corpus of multitrack audio recordings. Of these, 71 have been
and annotated and resynthesised using the process described in Sala-
mon et al. (2017) to produce the MDB-bass-synth dataset, which is pri-
marily aimed at training and evaluating framewise pitch estimation
methods. In addition the IDMT-SMT-Bass dataset (Abeßer, Lukashe-
vich, and Schuller, 2010) provides individual recordings of each note
on an electric bass with a variety of playing techniques. A summary
of the available datasets is shown in Table 5.1.

5.3 methodology

This section describes the process used to create the FiloBass dataset,
which is summarised in Figure 5.1. Despite the use of automatic meth-
ods, every note was checked manually at least twice during this pro-
cess. While this was expensive in terms of time spent, the resulting in-
crease was worth the considerable effort and the accurate data should
provide a solid foundation for future research in this area.

5.3.1 Audio Recordings

All of the 48 backing tracks in this dataset are recorded by profes-
sional jazz musicians in a standard format. Details of the bassists are
shown in Table 5.2. The recordings feature a jazz trio (piano, bass and
drums) with bass panned to the left, drums panned centrally and pi-
ano panned to the right. This allows for convenient separation of bass
and drums by isolating a single channel of the stereo mix. It is possi-
ble to further isolate this single channel to obtain a bass stem using
the Demucs source separation tool (Défossez, 2021). The producers of
these tracks (Aebersold) have a catalogue of over 1300 tracks recorded
in a similar fashion, which means that this approach could be applied
to additional material in the future.

5.3.2 Transcription

For the initial transcription of performance MIDI, the commercial pro-
gram Melodyne4 is used, specifically their “Melodic” detection algo-
rithm. This is more typically used for editing vocal performances,
however the pitch tracking and note segmentation proved to be broadly
accurate for the separated bass stems. The program also offers a con-
venient interface to edit onsets and pitches manually in cases where
the automatic analysis was judged to be incorrect. Each of the 48

4 https://www.celemony.com/en/melodyne/what-is-melodyne
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Name Track count Note count Born

Christian Doky 1 1401 1969

Dennis Irwin 1 1321 1951

John Goldsby 3 2564 1958

Lynn Seaton 1 1278 1957

Michael Moore 1 753 1945

Ray Drummond 2 2181 1946

Ron Carter 5 5885 1937

Rufus Reid 14 15280 1944

Steve Gilmore 10 12323 1943

Todd Coolman 3 3952 1954

Tyrone Wheeler 6 5474 1965

Wayne Dockery 1 1050 1941

Table 5.2: Details for each bassist in the FiloBass dataset

tracks was loaded into Melodyne, automatically transcribed to MIDI
and manually corrected where necessary.

Producing a score from the performance MIDI employed a multi-
step process. The first step was to import the existing downbeat an-
notations from the FiloSax dataset into Melodyne. The “Make tempo
constant” feature of Melodyne was then used to produce a new file
in which variations in the tempo were removed and the note posi-
tions rescaled accordingly. For researchers without access to Melo-
dyne, please note that a similar result could be achieved using the
adjust_times function from the PrettyMIDI library (Raffel and Ellis,
2014).

From this constant tempo version, a MIDI file was exported from
Melodyne and then imported into MuseScore 3

5 using the MIDI im-
port procedure. This was found to work better when the tempo was
made constant first. This yields a score representation, however the
variations in timing can produce non-idiomatic representations in the
score which need to be corrected. This was done by exporting Mu-
sicXML and performing the final corrections using the SoundSlice
platform, which allowed the transcription to be edited with reference
to the synchronised audio from the original bass stem. Chord anno-
tations are then copied from the FiloSax metadata and all 48 scores
were checked by a professional jazz bassist to ensure accuracy and
readability.

Finally, the alignment method proposed by Nakamura, Yoshii, and
Katayose (2017) was used to re-align the final score representation to
the original MIDI performance data. This step was deemed to be nec-
essary in order to obtain a 1-to-1 correspondence in note annotations
between score and performance MIDI. However, after working with
these annotations, it was found that the timing information from the

5 https://musescore.org/en
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resulting alignments was not of sufficiently high quality. This resulted
in issues when evaluating automatic transcription methods (see sec-
tion 5.5). To improve the alignment quality further, the MIDI was
aligned to the model activations of a pre-trained guitar transcription
model as described in section 6.3. These re-aligned MIDI outputs are
included in the final dataset.

5.3.3 Repeated Passages

During the construction of the original FiloSax dataset, one of the
objectives was to capture a consistent amount of saxophone data for
each track. Since the original backing tracks varied in length, the au-
thors edited the original backing tracks to repeat certain sections (usu-
ally complete choruses) in order to meet their criteria. This impacts
the production of this dataset in that some passages are repeated ex-
actly, however they were transcribed by treating them as a complete
performance. This may lead to slight variations in how the rhythmic
figures are notated which may be an issue for certain downstream
tasks, for example by introducing a bias in generative models. This is
recognised as a deficiency of this work and instructions are provided
in the accompanying code release on how to remove the repeated sec-
tions if desired. Otherwise transcriptions are provided for each track
in its entirety to allow for easy alignment with the existing FiloSax
data.

5.3.4 Double Stops, Grace Notes and Ghost Notes

The source material used for this dataset is predominantly mono-
phonic in nature, however the performers do make use of double
stops (polyphony) in some places. These were transcribed in the score
and alignments but a monophonic version of the dataset is also pro-
vided, with a view to ease of use in downstream tasks. The use of
effects such as grace notes (extremely short notes) or ghost notes
(where the string is partially or fully dampened to produce a per-
cussive sound) is prevalent throughout the dataset and these can be
viewed as an important aspect of the style. A guiding principle for
producing the score representation is that they are readable by a suffi-
ciently experienced bassist. With this in mind, ghost notes are notated
where these can be clearly heard on the recording, however in cases
where these effects were judged to be too subtle or fleeting they are
omitted. This approach could be seen as subjective but was chosen
to prioritise the production of a readable and idiomatic score output
over a completely consistent yet less readable score.

5.3.5 “Common Practice” versus Real Performance

The backing tracks used to create this dataset were originally con-
ceived as practice aids for instrumental soloists, and as such, could
be viewed as a sort of “common practice” of jazz accompaniment. The
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performers focus on outlining chord changes and rhythms clearly to
allow the soloist to focus on their role. This aspect of the data makes
it valuable for studying how these accompaniments are constructed.
However, they may not be entirely representative of performances
from live or studio recordings, as musicians may be more inclined to
take musical risks in those settings. For this reason, the figures that
derived in the later analysis might not be fully representative of live
or studio performance. A comparison is a potential area for explo-
ration in future work.

5.3.6 Dataset Contents and Distribution

The final dataset comprises 48 tracks with contents as follows: Melo-
dyne project files, audio mixes, isolated bass stems (obtained via
source separation software), performance-aligned MIDI, and music
scores in MusicXML format. Metadata from the FiloSax dataset is
also included, consisting of timings for chords, sections, beats and
downbeats.

As discussed in Foster and Dixon (2021), the full backing tracks
themselves are subject to copyright restrictions which precludes their
release as part of this dataset. However, instructions are provided
on how to obtain the files from the original vendor. All other assets
(including the source-separated stems) are made freely available to
researchers via the supplementary site.

5.4 analysis

This section contains a corpus analysis of the data which demon-
strates the potential for musical insights that arise from a large-scale
transcription project. As a starting point, the analysis seeks to answer
some queries about the harmonic and rhythmic functions of a typical
walking bass line as represented in the data. A number of commercial
jazz bass methods from different authors are summarised in Pinheiro
(2018) which are referred to where appropriate. Finally, all analyses
which follow were derived from the dataset by converting note-level
information to a Pandas dataframe (McKinney et al., 2010) using the
Music21 Python library (Cuthbert and Ariza, 2010). The queries used
to perform the analysis are released alongside the dataset.

5.4.1 Chord Degrees Used in Bass Line Construction

As jazz performance is a cultural practice, a strict set of rules for bass
line construction has not been established. However, given the size of
the proposed dataset one can start to provide a quantitative analysis
of the choices made by performers during their improvisations.

Concerning the question of which chord degrees are favoured by
the player, the function of each note in the dataset is analysed as
it relates to the chord being played underneath it. Figure 5.2 shows
that bassists will favour the root note of the chord when constructing
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Figure 5.2: Global distribution of chord degrees

walking bass lines, as these are used in 32.7% of all notes played. This
is rather basic from a musical perspective, but one can now point to
data that bolsters existing empirical observations. When the notes
played at each new chord change event (the first beat on which a
new chord is indicated) are examined, Figure 5.2 shows that the use
of chord roots is even more prevalent with the proportion rising to
67.9% of the total. This reflects the role of the bass in outlining the
harmony of the song.

This analysis can also be applied to specific scores. As an illustra-
tive example, figure 5.3 shows the first 32 bars of “Have You Met Miss
Jones?” from the dataset, annotated with chord degrees for each note.
Looking at the chord change events, the red notes indicate a root and
the blue notes indicate a non-root. As can be seen in this example,
the performer strongly favours the use of the root when changing to
a new chord (around 90% of the total in this example).

In terms of the 4 counter-examples, the use of a 5th at bar 16 is
likely the result of the desire to continue a strong chromatic line,
while the 9th in bars 18 and 22 suggests that the performer is in-
terpreting the bar as a ii chord lasting 4 beats, as opposed to the sug-
gested ii-V lasting 2 beats apiece. Finally, the 5th in bar 26 suggests
the performer is turning the 4 beat V chord into a ii-V over the same
duration. If the harmony in these cases is interpreted as introducing
new roots corresponding to chord substitutions, then this suggests
even more strongly that the root is the preferred chord degree when
a chord change is reached.
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5.4.2 Use of Rhythmic Fills versus Quarter Note Pulse

In his educational method book, bassist Ron Carter (Carter, 1998) de-
scribes the process of adding rhythmic interest, or “fills”, to a line.
He cautions the student “not to overdo” their use before advising that:
“personal tastes and judgement will govern this area of your playing”.
The analysis in this work can make an attempt to quantify this more
precisely by examining what percentage of measures in the dataset
contain a simple set of 4quarter notes, and which deviate from this.
It is found that 62.81% of measures are indeed 4quarter notes. While
this is not a substitute for developing good taste, knowing this per-
centage might help in guiding the more analytically minded player.

5.4.3 Deriving Common Patterns

Pattern Count % of total
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Table 5.3: The five most common chord degree n-grams for 7898 chord in-
stances lasting 4 or more beats. Examples are notated in C major
for illustration.

The annotations in this dataset also allow for the examination of
sequences of chord degrees that are commonly used in bass line con-
struction. Over the 6400 chord symbols annotated, 3900 distinct pat-
terns of chord degrees over chords are played. The 5 most common
patterns for a chord lasting 4 beats are shown in Table 5.3. From these
we can see a preference towards using tones from major and minor
triads (i.e. 1, ♭3, 3 and 5). Given that the root movements in jazz are of-
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Approach Interval to target Count % of total

DZ↘ C −1 4318 26.75

B^↗ C +1 3384 20.97

BZ↗ C +2 1921 11.90

G ↗ C +5 1560 9.66

C → C 0 1172 7.26

G ↘ C −7 694 4.30

D ↘ C −2 656 4.06

Table 5.4: The most common intervals used to approach a chord change (to-
talling 16 141 events). For illustration all approaches are shown rel-
ative to a target tone of C.

ten perfect 4ths apart, we see that a number of the patterns approach
the 4th via tones or semitones (i.e. from ♭3, 3, ♭5 or 5). This analysis
of patterns only considers the chord degree, however a more detailed
examination of patterns including sequential ideas and motifs is a
subject of future work.

5.4.4 Semitone and V-to-I Approaches

In “Creating Jazz Basslines”, author Jim Stinnet emphasises the use of
semitone approaches. This is where target notes which fall on strong
beats or chord changes are preceded by a note which is a semitone
above or below the target (described in Pinheiro, 2018). In this dataset
one can observe that this is indeed common, with ascending and de-
scending semitones being the most often used intervals overall as
shown in Figure 5.4. For notes which land on chord change events,
semitone approaches are even more prevalent. The most common in-
tervals to approach chord changes (target tones) are summarised in
Table 5.4.

In the “Walking Bassics” by Fuqua, Zisman, and Sher (described in
Pinheiro, 2018), the authors advocate the use of V to I movements for
students however our data suggests that this is relatively uncommon
in practice (9.66% ascending a perfect fourth and 4.30% descending).
This is an interesting example of an idea that seems intuitive in theory
(V to I is a strong bass movement for walking bass) but is not reflected
in practice.
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5.4.5 Step, Leap or Staying Put?

As seen in Section 5.4.1, in the majority of cases the performer will
aim to play root notes when a new chord arrives but this leaves the
question of how these root notes are typically connected together into
a musically pleasing line. The data can be used to examine whether
performers tend to use step-wise motion (tones and semitones), larger
intervalic leaps (minor thirds or greater) or whether they choose to
repeat a note. Looking at Figure 5.4, there is a slight preference to-
ward using step-wise motion (the largest group at 47.5%). Viewing
the interval distribution plot it can also be seen that intervalic leaps
are slightly more likely when the line is ascending, especially for the
interval of 5 semitones which corresponds to a perfect fourth.

5.4.6 Melodic Contour

The performer has a number of parameters available when improvis-
ing a bass line, one of which is the direction of the line i.e. ascending
or descending. Sigi Busch (summarised in Pinheiro, 2018) refers to
the idea of “voice leading” within a bass line to link important chord
tones while maintaining a direction, but none of the other methods
described in Pinheiro (2018) advise on how to choose directions or
when to change them.

By examining the number of consecutive notes before a change in
direction occurs, Figure 5.5 shows that a high number of changes
is preferred, with the mean length of a sequence before a change
falling at 2.46 notes. Intriguingly, the distribution of sequence lengths
appears to exhibit a power law. This phenomenon has been observed
in several cases when analysing symbolic music corpora (Rafailidis
and Manolopoulos, 2008) but, to the knowledge of the author, this is
the first evidence in relation to walking bass lines.

5.5 automatic transcription model and transcription

baseline

Despite the use of a semi-automated pipeline, the production of the
FiloBass dataset was labour intensive due to the extensive manual
checks that were performed to ensure the accuracy of the data. The
motivations for this were twofold: firstly, to provide a useful bench-
mark for bass transcription and secondly, to produce training data
for a new transcription model to meet the overall goals of this thesis.
The proposed methods to address these are described in more detail
below.

In line with the other results in this thesis, the mir_eval (Raffel et
al., 2014) library is used to calculate precision, recall, F-measure and
overlap scores. A default threshold of 50ms was used and only onset
timings were considered. This is due to the difficulty of assessing
offsets, as described in Bittner et al. (2022).
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Figure 5.4: Distribution of intervals, grouped as step-wise movements (2
semitones or less), leaps (3 or more semitones) or repeats (no
change from the preceding note).
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Figure 5.5: Sequence length (number of intervals) of lines maintaining a con-
stant direction.

5.5.1 Transcription Baseline

Using the accurate aligned MIDI data produced for this dataset, some
initial results for note level automatic transcription are provided — a
bass line baseline.

Three methods are examined for this task; “Basic Pitch” (Bittner
et al., 2022), “CREPE Notes” (see chapter 3) and the commercial soft-
ware Melodyne using their “Melodic” algorithm. The results from
Melodyne were not manually corrected for this evaluation and should
be considered as mostly independent from the pipeline used to pro-
duce the dataset, however any errors that were not corrected during
the manual checking stage would potentially bias the results in favour
of Melodyne. Results for all methods are shown in Table 5.5.

These results show that the proprietary commercial software out-
performs the best open source solutions, however, from the experi-
ence of producing this dataset a significant amount of work was
required to correct the remaining errors. An additional advantage
of the Melodyne UI was that it allowed for easier manual correc-
tions and this was used heavily during the annotation process. Sim-
ilar projects in future may benefit from open source tools that al-
low a more streamlined note correction workflow. The “Tony” pro-
gram (Mauch et al., 2015) is a step toward this ideal workflow, and
was initially considered for the dataset creation process, however the
the pitch tracking implementation (based on PYIN) had a hard-coded
cutoff at frequencies below C2 (65Hz) which made it unsuitable for
double bass at the time the work took place.

[ October 13, 2025 at 16:40 – classicthesis ]



70 filobass : a dataset and corpus based study of jazz basslines

CREPE Notes Basic Pitch Melodyne

Rno 74.11± 12.09 81.28± 6.26 79.52± 14.77

Pno 71.81± 13.33 51.40± 6.28 78.48± 15.41

Fno 72.89± 12.68 62.73± 5.55 78.95± 15.02

O 78.77± 2.68 65.24± 4.51 87.94± 3.91

Table 5.5: Baseline automatic note transcription results for various transcrip-
tion methods on the entire FiloBass dataset. Scores shown are
means and standard deviation for Recall, Precision, F-measure
and Overlap. Only onsets were evaluated and a timing tolerance
of 50ms was used.

5.5.2 Automatic Transcription Model

Using the full FiloBass dataset, a new model was trained based on the
High-resolution piano transcription model by Kong et al. (2021). For
this experiment the model was trained using all the available FiloBass
data, due to the relatively small size of the dataset. As this work was
carried out more recently than the rest of the work in this chapter, it
was decided to fine-tune the model on a base of the guitar model from
chapter 6 (specifically the published model from Riley, Edwards, and
Dixon, 2024, trained on the François Leduc dataset). This was chosen
because the guitar model had anecdotally shown good generalisation
capabilities.

5.5.2.1 Additional Datasets for Bass Transcription Evaluation

Due to the decision not to reserve a test split from the FiloBass data
during training, it was necessary to produce other options for evalua-
tion. This chapter presents two new datasets for this purpose: “Steve
Gilmore: Volume 25 Basslines” and “Ray Brown: We Get Requests”.
In both cases, published books6 of bass transcriptions were manually
converted to MusicXML and then aligned with their original audio
using the methods described in subsection 5.3.2.

This yielded two collections, with 17 aligned scores for the Steve
Gilmore dataset and 10 aligned scores for the Ray Brown dataset.
However for the Steve Gilmore dataset there were two songs (“Have
You Met Miss Jones?” and “Come Rain or Come Shine”) which over-
lapped with the FiloBass dataset so these were omitted, reducing the
evaluation to 15 songs.

For the Ray Brown dataset, the transcriptions are based on a popu-
lar album by the Oscar Peterson trio. To obtain the best source separa-
tion of bass it was necessary to use a commercial service (MVSep.com)
to first separate into “piano” and “other”, and from there downmix
the residual track to mono and separate into “drums” and “other”.
The final “other” track includes the bass stem. This process may ap-
pear convoluted, however the majority of source separation models

6 “Steve Gilmore Bass Lines - Transcribed From Volume 25” ISBN: 9781562240646 and
“We Get Requests: Ray Brown’s Complete Basslines” ISBN: 9781471632747
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Kong f/t FiloBass Kong (Guitar) Melodyne

Rno 91.18± 3.50 78.23± 5.62 78.35± 2.19

Pno 87.89± 2.62 82.98± 2.97 76.62± 2.10

Fno 89.48± 2.62 80.47± 3.87 77.43± 2.14

O 86.51± 2.84 76.66± 3.05 82.93± 7.92

Table 5.6: Automatic note transcription results for 15 bass stems from the
“Steve Gilmore: Volume 25 Basslines” dataset. See Table 5.5 for
explanation of the metrics used.

are trained on electric bass guitar which limits the quality when using
these for double bass, due to their differing timbres. Taking the sepa-
rated residual of the piano and then the drums reduces the reliance
on bass-specific training data and may be a useful technique when
transcribing piano trios at a larger scale. Of the 10 original tracks in
this dataset, one failed to produce a valid alignment, resulting in 9

songs for the evaluation set.
For the “Steve Gilmore” recordings, these come from the same

source as the FiloBass backings (Aebersold play-along series) and
were separated using the same process described in section 5.3

5.5.2.2 Automatic Transcription Results

Three methods are examined: the proposed Kong model fine-tuned
on the FiloBass dataset, the non-fine-tuned guitar transcription model
from Riley, Edwards, and Dixon (2024) and the commercial Melodyne
software using their “Melodic” algorithm as it was the best perform-
ing method in the baseline from section 5.5.1. Results are shown in
Tables 5.6 and 5.7.

When considering the F-measure as an indicator of overall accuracy
the proposed method represents the current state-of-the-art for this
task, outperforming Melodyne by 12% on the Steve Gilmore dataset
and 30% on the Ray Brown dataset. As expected, we also see a signifi-
cant improvement over the base model “Kong (Guitar)”, however the
relatively strong results for the base model illustrate its generalisabil-
ity.

During a review of the transcribed data, together with the aligned
ground truth, it was observed that errors tend to arise from issues
with the source separation process where bleed through from other
instruments has occurred. Also, occasional octave errors are present,
which may be due to strong energy levels in higher harmonics (a com-
mon issue in pitch tracking tasks). The Ray Brown dataset is also chal-
lenging due to the wider range he employs on the instrument, using
the extended upper register throughout the recording to add variety
in the piano trio setting. This is something the FiloBass dataset cur-
rently lacks due to the nature of the performances as backing tracks,
and could be addressed as part of future work.
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Kong f/t FiloBass Kong (Guitar) Melodyne

Rno 83.45± 4.21 74.32± 4.72 49.84± 14.45

Pno 80.90± 9.47 71.98± 6.28 54.98± 13.25

Fno 82.00± 6.76 72.82± 4.72 51.89± 13.34

O 83.44± 2.77 61.71± 6.12 78.25± 5.05

Table 5.7: Automatic note transcription results for 9 bass stems from the
“Ray Brown: We Get Requests” dataset. See Table 5.5 for expla-
nation of the metrics used.

5.6 discussion and future work

The process of collating a dataset and performing a corpus analysis
with reference to jazz bass methods has provided some useful in-
sights into the role of the bass in jazz. The analysis provided here
is not exhaustive however, and future research may be able to reveal
more about the mental model that performers use when constructing
their bass accompaniment. Some areas which warrant further exami-
nation are the roles of timing, dynamics and use of sequential ideas.
Pairing the FiloBass data with the FiloSax data could allow the re-
lationships between bass line and melody in a jazz setting to be ex-
plored further, with a view to developing more realistic generative
models for both bass lines and solos.

An additional task which was not addressed as part of this project
is that of automatic chord estimation (ACE). Following the hypothesis
put forward in Abeßer et al. (2017) it is possible that this data could be
used to train a system to estimate chords from the bass line directly.
Chord estimation is a particularly challenging task in the jazz setting
due to the rich harmonic vocabulary so novel approaches here may
be welcome.

Finally, the scores which were produced as part of this data should
also be valuable to researchers, as they provide a potential source of
training data and evaluation for monophonic score processing tasks.
In particular, they will be useful for rhythmic parsing (quantisation),
automatic score layout and related sub-tasks such as spelling of acci-
dentals.

5.7 conclusions

This chapter described the production of FiloBass: a new dataset for
jazz bass lines. The detailed annotation data enabled a quantitative
approach to musicological analysis of the role of the bass in jazz per-
formance. A new transcription model for bass was also proposed,
together with two new evaluation datasets based on previously pub-
lished transcriptions. The proposed method can be considered a new
state-of-the-art in bass transcription, outperforming other methods by
a wide margin.

From the analysis in this chapter, it became clear that a number of
rules put forward in jazz bass method books are supported by larger
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scale data. These can be summarised as follows: the root is usually
played on the first beat of a new chord; this root is approached via a
semitone or scale step where possible; the rhythm comprises a quar-
ter note pulse most of the time; a balance is maintained between as-
cending and descending contours. This summary is provided with
the caveat that any analytical project of this sort cannot be truly com-
prehensive and can only offer a guide to the performer. The musical
context, together with the taste and experience of the musician, will
determine when one should follow the “default” path and when to
choose a more scenic route.

5.7.1 Reflections and Future Directions

The process of compiling the FiloBass dataset was one of the most
labour intensive across all the projects undertaken in this thesis. The
result has been refined through many hours of hard work checking
and re-checking the scores against the audio to ensure accuracy. As
such the quality of the dataset is high but despite this the impact
in stimulating further research has been limited to date. In part, this
is possibly due to the limited scope of the dataset (upright bass in
the jazz quartet setting) which excludes common instruments like
the electric bass and genres beyond jazz. If a suitable corpus of elec-
tric bass recordings could be found, then the methodology described
in this chapter could be applied to produce a more comprehensive
dataset and in turn a more effective general model for bass transcrip-
tion.
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6
G U I TA R

6.1 introduction

The focus of this thesis now moves beyond monophonic AMT to look
at polyphonic instruments, with a specific focus on the guitar. With
2.7 million guitars sold in the US alone in 2019

1, the guitar is a pop-
ular instrument and retains a widespread cultural significance in the
Western world. For comparison, around 31,000 acoustic pianos were
sold in the US for the same year. In the context of the jazz ensemble,
guitar is often included and there exists an extensive body of work for
solo jazz guitar also. Despite this popularity, the study of the guitar
in the field of Music Information Retrieval (MIR) is perhaps under-
represented. Reviewing the paper titles for ISMIR conferences from
2013-2023, it was found that publications with the word “piano” in
the title outnumber those with “guitar” by 3 to 1

2. This imbalance
may be due to the availability of high quality datasets for piano.

This chapter presents two datasets which seek to address this –
the “François Leduc” dataset and the “GAPS” dataset. The François
Leduc dataset is a collection of 79 pairs of aligned scores and audio
for solo jazz guitar. The scores were sourced from a professional tran-
scriber and aligned to audio gathered from YouTube3. GAPS (Guitar-
Aligned performance scores) is currently the largest dataset of classi-
cal guitar performances, containing 14 hours of matched nylon string
guitar audio recordings, note-level MIDI annotations, and correspond-
ing music scores. The recordings feature over 200performers in di-
verse recording conditions. Both datasets are described in greater de-
tail in section 6.4.

In this chapter these are used to train transcription models which
achieve state-of-the-art results for solo guitar transcription across four
dataset settings. Furthermore, the resulting models display excellent
generalisability to unseen data which suggests that they are capable
of performing well in real-world guitar transcription applications.

6.2 background and related work

Prior to the start of this project, it was clear that successful solutions
existed for piano transcription but this success was largely due to the
development of sophisticated pianos that captured MIDI information
alongside their regular acoustic output. These allowed for the creation
of tightly aligned audio and MIDI pairs, captured in large quantities
by the MAPS (Emiya et al., 2010) and MAESTRO (Hawthorne et al.,

1 https://www.musictrades.com/us-retail-sales-guitar-market.html

2 46 piano and 15 guitar
3 https://www.youtube.com/
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2019) projects, which in turn allowed for deep learning methods to
break new boundaries in terms of accuracy (Hawthorne et al., 2018).

Despite this success in piano transcription, it remained unclear
when commencing this project on how to best transfer these meth-
ods to other instruments. Typically these other instruments did not
have the equivalent technology to capture MIDI along with their per-
formances, and in the few occasions where a MIDI capture solution
was proposed it did not have the elegant simplicity of tracking key
presses on a piano. Instead these tended to rely on signal processing
techniques to convert the output from various sensors into discrete
notes. One example is the GuitarSet dataset (Xi et al., 2018) which
used a specific guitar equipped with a pickup for each individual
string. A number of recordings were made using this specialised in-
strument and then the MIDI outputs were manually processed to cor-
rect any errors. The result was important for providing a benchmark
transcription dataset, however the volume of data was of insufficient
size and diversity to train models with equivalent performance to
their piano counterparts.

With this as the backdrop, this project began to explore alterna-
tive approaches to solving the data scarcity problem with a particular
focus on score alignment. The hypothesis began in 2022 by observ-
ing how models trained for piano transcription performed when pre-
sented with audio from solo guitar performances – these seemed to
show strong activations for the frames output, but also issues with
octave errors and occasionally weak and noisy output for onsets. An
example of the published model from Kong et al. (2021) being used
for solo guitar (as opposed to piano on which it is trained) is shown
in Figure 6.1.

This observation led to the idea of taking existing note data in the
form of transcribed scores and aligning this, as accurately as pos-
sible, to the activations from an existing piano transcription model.
Concurrently to this early stage of research, a similar idea was ex-
plored in Maman and Bermano (2022) as the authors also attempted
to align existing score data with the activations from a transcription
model. However, the objective of their project was to aid transcription
at scale (across all instrument categories) by removing the require-
ment for aligned score data and allowing the use of existing unaligned
scores as inputs. They did this by bootstrapping a transcription model
based on Onsets and Frames (Hawthorne et al., 2018), training this
on synthetic data and then aligning existing score data to the acti-
vations from the bootstrapped model. This process produced scores
which were aligned to audio and then used as training data for a
new model. This process can go through several iterations in a pro-
cess called “expectation maximisation” (EM). In their paper they use
a model trained on two rounds of EM as this provided the best re-
sults. However, in aiming to reduce the reliance on pre-aligned data,
there is a danger that the pipeline produces data that is not accurate
enough to train a reliable transcription model.

In this chapter, the focus shifts to fine-tuning existing piano tran-
scription models, instead of attempting to bootstrap the transcription
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Figure 6.1: Example of a trained piano transcription model when presented
with solo guitar audio. A sheet music excerpt of solo guitar
(“Night and Day” by Joe Pass) is shown for reference, together
with the activation outputs for the frame and onset layers of the
published piano model from Kong et al. (2021). Red arrows high-
light errors with strong activations at higher octaves.
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model from scratch. With a more careful approach to vetting data for
the alignment process, it is shown that even a relatively small corpus
of well aligned scores can achieve state-of-the-art results on guitar
transcription. Finally, this work concludes with the construction of a
larger dataset of audio-score pairs constructed from an online reposi-
tory of classical guitar recordings and scores.

The following work is based on two publications: Riley, Edwards,
and Dixon (2024) and Riley et al. (2024). The first of these intro-
duced the refined alignment method along with the “François Leduc”
dataset (described below). The latter used the same alignment method
to produce the “GAPS” dataset – a larger corpus which was used to
train a state-of-the-art transcription model for guitar. Given that the
transcription results from the latter work supersede those from the
earlier work, focus is given to the work on “GAPS”.

6.3 method for score-alignment and automatic tran-
scription

This section describes a method of aligning the audio to scores, adapted
from Maman and Bermano (2022). Due to the importance of this
method in the work we provide a detailed explanation below, high-
lighting any relevant differences from prior works. The section pro-
ceeds to describe the choice of model and the initial data augmenta-
tion pre-training stage, followed by a discussion of the data sources
used. Finally, the process of fine-tuning a model using the new dataset
is described and results are reported for GuitarSet, in both the super-
vised and zero-shot settings, and for two test splits of the proposed
new datasets.

6.3.1 Audio-Score Alignment

This task considers the common case of attempting to align or match
an audio recording (“audio” hereafter) with an unaligned symbolic
representation such as a music score or MIDI file (“score”). Typical
approaches for this task use low dimensional time-based features ex-
tracted from the audio, such as chromagrams, which are then com-
pared for similarity to the score data. An example of this common ap-
proach is found in the Synctoolbox library (Müller et al., 2021) which
aligns audio chromagrams to a MIDI score via a memory efficient
dynamic time warping (DTW) method.

Following Maman and Bermano (2022), a two-stage alignment pro-
cess is used with some modifications. Instead of using synthetic data
to bootstrap the transcription model, a pre-trained High-Resolution
piano transcription model is used, as described in subsection 6.3.2.
The output of the initial alignment stage is an alignment path which
maps score timing to the timeline of the audio file.
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The first stage (“coarse alignment”) obtains a mapping between
transcription model activations (a “posteriogram”4) and the score
(represented by MIDI) using Dynamic Time Warping (DTW).

Similar to an approach taken by Bittner et al. (2022), this work uses
a combination of onset and frame outputs as follows: Firstly the raw
frame and onset outputs are predicted from the model. The frame out-
put is then normalised to the maximum of the onset output. Finally,
the frame output is processed to take the pairwise difference between
timesteps with only the positive differences retained. This allows for
positive changes in the frames output to act as an additional signal
for new note onsets, which are then summed with the raw onsets to
produce a combined onset signal.

To perform the coarse alignment, Synctoolbox (Müller et al., 2021)
is used with adaptations to accept the full 88 note piano roll and 88

bin posteriogram as alignment features instead of the 12 note chro-
magram representation used by default. Synctoolbox takes two sets
of features, one for frames and one for onsets, to allow for robust
synchronisation. This work uses the frames output and the combined
onsets described above. The alignment process can also be supple-
mented with downbeat information (where available) using the “an-
chor points” feature, which restricts the DTW path to only allow vari-
ation between the anchor points. This helps to prevent alignment er-
rors from propagating beyond a single bar and is used in the latter
stages of the pipeline when downbeats have been checked manually
(e.g. “Re-alignment” step in Figure 6.4).

The second stage (“fine alignment”) resolves any asynchronies in
the performance of chords which are notated as simultaneous in time
in the score. It is rare for pitches to be sounded at exactly the same
time as spreading chords is a common device to add expressivity
to a performance5. To resolve the remaining timing issues each note
onset is aligned to its local maximum within the model activations
(Maman and Bermano, 2022, appendix A.1.2). In this implementation
specifically, the onset of each note from the coarse aligned output
is placed at the centre of a 1 second window. This window is then
applied to the combined onsets output and constrained to the pitch
of the note which is being aligned. The maximum local activation
within this window is used as the new onset time unless a) it would
overlap with a previous note at the same pitch or b) it would move
the onset beyond half of the original note duration or c) no activation
within the window is above 0.03. These measures were empirically
determined to prevent spurious realignment of onsets.

An illustrative example is provided in Figure 6.2 - here the align-
ment process is shown for the first four bars of “S41wc” from the
GAPS dataset (“Tua Imagem Vals” by Agustin Barrios Mangore). The

4 This term comes from a combination of “posterior” and spectrogram, with the for-
mer meaning distribution i.e. over the probabilities of which notes were present. This
term is most commonly used in speech processing where posteriogram represents a
probability distribution over the set of possible phonemes.

5 In some cases this is also a necessity, as the guitarist usually has only 5 fingers on
the plucking hand to cover a total of 6 strings
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inputs are the unaligned MIDI piano roll obtained from the score to-
gether with the posteriogram from the transcription model trained
on piano (these are summed for illustration purposes but in real-
ity are two separate inputs to the Synctoolbox process as described
above). The orange and blue arrows in the figure highlight two notes
which are notated as being simultaneous in the score but in perfor-
mance the lower note is sounded first. The first step (DTW) obtains
the coarse alignment which has some features of expressive timing
but the chords are still simultaneous. Finally, the second step (local
max alignment) resolves the timing issues by moving the onset of the
lower note (orange arrow) to the local maximum in the posteriogram.

6.3.2 Choice of Model and Augmentation

A key difference in this work is in the choice of the underlying tran-
scription model used both for the alignment process and the fine-
tuning. Given that any score-audio alignment method will have some
non-negligible error, it is reasonable to expect a degree of misalign-
ment between note-onsets and their labels. Therefore, a model that is
more robust to noisy training data is highly desirable. For these rea-
sons, this work uses the High-Resolution Piano Transcription model
from Kong et al. (2021), while Maman and Bermano use the older On-
sets and Frames model (Hawthorne et al., 2018). Kong et al. demon-
strate that their high-resolution approach of regressing onset times
between frame boundaries is better than Onsets and Frames when it
comes to data with misaligned labels: they train both models with
50 millisecond mis-alignments, and their model yields a 96.49% note-
onset F1-score, while Onsets and Frames falls to 76.52% (Kong et al.,
2021, Table III).

In the following experiments the High-Resolution model is first
trained on the MAESTRO piano dataset using the data augmenta-
tion described in Edwards et al. (2024) (pitch shift, EQ, compression,
reverb, and noise), along with random transpositions of up to ±3

semitones. This re-trained model performs better than the original
High-Resolution model (trained without data augmentation) on out-
of-distribution samples, such as the MAPS dataset (88.1% vs. 82.4%
note-onset F1-score on MAPS test set).

6.3.3 Unsupervised vs Supervised Approaches to Data Filtering

This work also differs from Maman and Bermano (2022) as follows.
During the score-audio alignment stage, it is acknowledged that some
alignments may fail, for example due to a mismatch between the
score and the performance. Maman and Bermano (2022) attempt to
filter such failed alignments using automated metrics, rejecting sec-
tions of score-audio pairs where either a) the DTW alignment pro-
cess collapses multiple source timesteps onto a single target timestep
(“singular points”) or b) where the model activations for an aligned
region are below a given threshold. However their published results
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show that a model trained on 5 hours of aligned classical guitar data
fails to outperform a model trained on MusicNet (a chamber ensem-
ble dataset Thickstun, Harchaoui, and Kakade, 2017) when evaluated
on the GuitarSet dataset. This suggests that the process for filtering
poor alignments is not completely robust and may limit the overall
effectiveness of their method.

In the following work, the two proposed datasets avoid some of
these issues by using higher quality data at the start of the process.
The François Leduc dataset is composed of professionally transcribed
scores with good correspondence between audio and MIDI, and the
provided downbeat information comes from manual annotations and
is ready to use for the alignment process. This simplifies the imple-
mentation and helps to demonstrate that a smaller number of high
quality audio-score pairs is sufficient to train a successful model. For
the GAPS dataset more manual checks were required; the pipeline
for these is described in subsection 6.4.2.

6.3.3.1 Validating Alignment Accuracy

The alignment accuracy is validated by comparing the alignments
from real audio-score pairs with those for synthesised guitar audio-
score pairs. Using the François Leduc test split, the performance aligned
MIDI is obtained using the method described above (see Figure 6.3a)
and is then re-synthesised using a high quality guitar sample library6.
Care is taken to ensure that this rendering process does not alter
the onset timings of the performance aligned MIDI input. Using this
newly synthesised audio, the alignment process is then repeated us-
ing the original unaligned score MIDI to obtain a new prediction
(see Figure 6.3b). The resulting note sequences from the performance
aligned MIDI and the synthesis aligned MIDI are then compared, us-
ing the note-onset F-measure (no offset) metric as implemented in the
mir_eval library (Raffel et al., 2014). For a discussion of the results
please refer to subsection 6.6.1.

6.3.4 Fine-Tuning Transcription Models

Having created a high-precision dataset of aligned guitar transcrip-
tions, this is now applied to the downstream task of training an au-
tomatic guitar transcription model. This is framed as a domain adap-
tation task, in which an existing state-of-the-art piano transcription
model, trained on a large dataset, is fine-tuned (adapted) for guitar
using a smaller guitar transcription dataset. The source model used
is the same High-Resolution Piano Transcription model by Kong et al.
(2021), described in subsection 6.3.2.

This model is a convolutional recurrent neural network (CRNN)
that is trained in a supervised manner to map log mel-spectrograms
of 10-second audio segments to MIDI. The convolutional layers span
only across the frequency dimension, maintaining the time resolution

6 https://impactsoundworks.com/product/shreddage-3-archtop/
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Figure 6.3: Diagram of the process used to validate the alignment accuracy
when aligning guitar scores to audio

of the original spectrogram (10ms). These features are then processed
by a gated recurrent unit (GRU) to produce the final outputs of on-
set, offset, frame activity, and velocity activations per pitch per time
window.

An 80-10-10 split (by pieces) is used for the François Leduc dataset.
To maximise the data available for training a 90-10 split is used for
the GAPS dataset. For each recording, 10-second samples are created
with a hop-size of 1 second so there is overlap amongst the train-
ing samples. Fine-tuning continues using a variety of learning rates
(10{−3,−4,−5}) and uses a batch size of 4. For experiments using Gui-
tarSet the same train-test split from Lu, Wang, and Hung (2023) is
adopted. During training, pitch shifting of up to ±3 semitones was
randomly applied as data augmentation, in line with Lu, Wang, and
Hung (2023).

6.4 datasets

The two proposed guitar datasets for this work are now described in
more detail.

6.4.1 The François Leduc dataset

The François Leduc dataset is based around a set of 79 professionally
transcribed scores which focus on solo guitar in the jazz genre. To-
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gether with 4 hours of corresponding audio performances, the data
covers 33 guitarists from recordings over the last 65 years playing var-
ious types of guitars (steel string, nylon string, electric, acoustic) in
a range of recording conditions. The transcriptions are commercially
available7 and the corresponding audio for each specific transcription
is available on YouTube. Scores were provided in GuitarPro format,
and were converted to MIDI using MuseScore 3. A complete list of
track titles and split groupings can be found in the supplementary
material8.

6.4.2 The GAPS dataset

In an effort to improve the amount of labelled, non-synthetic data, a
new dataset of classical guitar recordings is curated based on freely
available scores from the ClassClef website9 together with match-
ing performances on YouTube10. These sources are aligned using the
automatic process described in subsection 6.3.1 and then manually
verified for each alignment using the synchronised score viewer at
soundslice.com. Following another alignment stage, any remaining
scores with inaccurate alignments are rejected (using the criteria de-
scribed below). This resulted in 300 performances sampled from the
entire classical guitar canon totalling over 14 hours of music and over
250,000 note events. Extensive metadata is also curated, including in-
formation about the pieces, composers and performers, in order to
enrich the dataset with details of the cultural context.

The curation process is shown in Figure 6.4. It begins with the
ClassClef website which provides around 5,500 pieces for download
in PDF and GuitarPro formats. These focus mainly on the classical
guitar with some flamenco and fingerstyle pieces included. Addition-
ally, 547 of the pieces include links to videos on YouTube of a per-
formance of the same piece. All GuitarPro files are first collected and
converted them to MusicXML and MIDI formats using the free Mus-
eScore software package11. The audio and video for all the 547 pieces
where YouTube links were available was also downloaded.

Using the alignment method described in subsection 6.3.1, an ini-
tial alignment between the score and the recording for each piece is
produced. In some cases the automatic alignment will not succeed,
for example, when a linked video contains audio for an entire suite
but the score only contains a single movement. For this reason a man-
ual verification step was introduced. Using the soundslice.com web-
site, the audio and scores are uploaded along with the automatically
aligned downbeats to synchronise playback between the audio and
the score. This allowed the contributors, each with over 10 years of
music experience, to review 474 of the scores (chosen at random) in
an efficient workflow. More specifically, each alignment was manually

7 https://www.francoisleduconlinelibrary.com/

8 https://xavriley.github.io/HighResolutionGuitarTranscription/

9 classclef.com

10 youtube.com

11 musescore.org/en
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verified for 474 pieces, with particular attention paid to the beginning
and ending of each piece as these were a frequent source of issues in
the DTW process. Moreover, any differences between the score and
the performance that were identified were corrected, if feasible. In the
end, 74 pieces were rejected for various reasons – for example those
containing 7-string guitars, guitar duets and pieces where the edi-
tion did not match the performance. Out of the remaining 400 pieces
examined, 280 were usable without corrections to the score and the
remaining 120 required intervention to obtain correct downbeat align-
ments.

The 400 reviewed scores were then re-aligned using the same align-
ment method from step two of Figure 6.4. The corrected downbeats
were used as anchor points during this alignment stage to ensure
that any alignment errors would be localised to one measure of mu-
sic. To validate accuracy, the aligned versions of the score were then
compared to the outputs of the guitar transcription model from Riley,
Edwards, and Dixon (2024). The 300 scores with the highest agree-
ment were retained, measured using the “F-measure no offset” met-
ric from the mir_eval library (Raffel et al., 2014). Scores which had
an F-measure of more than 75% were retained, yielding 300 audio-
score pairs. A further manual review of the lower scoring alignments
revealed a bug with the processing of anacrusis bars in the Sound-
slice platform which affected a number of alignments. Additionally
non-440Hz tunings and discrepancies between the performance and
score editions also resulted in errors.

Referring back to the summary of existing guitar datasets shown
in Table 2.3, when considering datasets with real (as opposed to syn-
thesised) audio GAPS represents a significant advance in terms of
the duration of audio and number of note events. Furthermore, it is
the first dataset of real audio to include freely available full music
scores, tablatures in MusicXML format, and accompanying perfor-
mance videos.

6.4.2.1 Composers

Works from 93different composers are included, ranging from the
Renaissance (Luys Milan, c.1500-1561) to the present day. The ma-
jority of works are from the classical guitar repertoire, with a small
number of flamenco pieces and arrangements of popular music. The
metadata also contains the dates, nationality and presumed gender of
each composer with links to canonical URLs (IMSLP and Wikipedia)
where possible.

Examining the diversity of composers contained in the dataset, Fig-
ure 6.5 shows their nationalities, according to data from the canonical
URL for each composer. This shows they are broadly divided between
Europe and Latin America. In terms of chronology Figure 6.6 shows
the distribution of pieces according to the year in which the com-
poser was born. The pieces are mainly weighted around the Roman-
tic era (1850-1900), with the peak around 1650 almost entirely due to
J.S. Bach, who is the second most common composer in the dataset
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Figure 6.5: Nationalities of the composers included in the GAPS dataset

Figure 6.6: GAPS dataset: Histogram of works according to composer’s
birth year at 50 year intervals

with 23 pieces. The metadata also includes information about the pre-
sumed gender of composers, however only two female composers
(Maria Linnemann and Luise Walker) are included who together rep-
resent 2% of the total by piece count. It is acknowledged that this is
a shortcoming of the current dataset and we will seek to address this
in future work.

6.4.2.2 Performances

The accompanying videos feature 205different performers with over
35million YouTube views across all of the videos. Some are profes-
sionally produced recordings whereas others are recorded on com-
modity equipment such as phones and laptops. This could be viewed
as an advantage of this dataset in that recordings are drawn from a
wide variety of real world recording conditions, which in turn helps
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Tuning Count % of total

EADGBE 232 77.33

DADGBE 58 19.33

DGDGBE 5 1.67

EADF\BE 2 0.67

FADGBE 1 0.33

CGDGBE 1 0.33

EBDGBE 1 0.33

Table 6.1: Distribution of guitar tunings in GAPS. The tuning is expressed
from low to high pitch.

to increase the robustness of AMT models that are trained on this
data.

The metadata also includes information about the name of the per-
former (where available), their social media links (if available), the
YouTube channel, the view count and the presumed gender of the
performer. This was gathered to examine the extent to which classi-
cal guitar is a male dominated field. The results show that female
performers are better represented than composers in the dataset, but
still only comprise 23% of the total.

6.4.2.3 Guitar-Specific Features

The large number of scores allows for the examination of several
guitar-specific features of the data. In Table 6.1 it can be seen that two
different tunings account for 97% of the data. While standard tuning
is most common, almost 20% of pieces have the lowest string tuned
down one tone to D. Other alternate tunings account for around 3.3%
of the total.

To see the distribution of notes across the guitar neck in this dataset,
a heat map is plotted in Figure 6.8 using the fret information con-
tained in the MusicXML tablature. Over the 259.000note events in
GAPS, the pieces in the classical guitar repertoire seem to favour the
use of open strings and the first position. The strong peak at the
2nd fret A on the G string also suggests a preference towards “guitar
friendly” tonal centres such as E and A which allow the performer
to use the open bass and top strings. While this distribution is biased
it can be considered to be representative of the classical guitar reper-
toire. Conversely, when plotting the equivalent information for the
François Leduc data (shown in Figure 6.7) one observes a relatively
low use of open strings which suggests that jazz guitarists may avoid
these, according to the expert opinion of the original transcriber. The
exploration of similar visualisations in future work is encouraged to
see if these patterns vary with other genres.

Since most pitches can be played on more than one position on the
guitar, there are an exponentially large number of tablatures that cor-
respond to any given score, including many physically unplayable
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versions. While each tablature in the GAPS dataset represents one
valid way to play the score, it was not verified in the extent to which
the tablatures correspond to the choices of the performers in the
videos – this is left for future work. As there is no way to trace
the provenance of the ClassClef data, it is presumed that the data is
crowdsourced and reflects the playing habits of a subset of computer-
literate guitarists. It is also possible that some of the tabs were gener-
ated algorithmically from the score data.

6.5 guitar transcription method

To demonstrate the utility of the François Leduc and GAPS datasets
of aligned score-audio pairs, several guitar transcription models are
trained on the data using the high resolution model described in sub-
section 6.3.2.

For the following experiments, 2 sets of models are trained. The
first set of models is trained only on the GAPS or François Leduc
dataset and the second set of models is trained with a combination
of the GuitarSet train split and the corresponding proposed dataset.
The first set of models are employed for zero-shot inference on the
complete GuitarSet, while the second set are used to evaluate guitar
transcription performance across the test splits of GuitarSet, François
Leduc and GAPS. To study the effects of pre-training and finetun-
ing (Edwards et al., 2024; Zang et al., 2024) each set of models has 3

variants: one trained from scratch on guitar data alone (referred to as
“guitar-only”) and two fine-tuned from one of two published check-
points for piano transcription, referred to as “vanilla” (Kong et al.,
2021) and “augmented” (Edwards et al., 2024). This allows for a more
direct comparison between the results as the model architecture and
pre-training checkpoints remain constant, with the size and the qual-
ity of the proposed datasets being the main variable between them.

6.6 results

6.6.1 Validating Alignment Accuracy

Results for validating the alignment process on the proposed test sub-
set are shown in Table 6.2. These show that the proposed alignment
algorithm is able to recover polyphonic onsets with high precision
and reliability, when compared with the alignment obtained from the
initial DTW pass alone. Although synthetic data is likely to be eas-
ier to align (e.g. due to lack of reverberation), this shows that coarse
alignment using DTW alone is insufficient to recover precise onset
timing.

6.6.2 Transcription Results

Table 6.3 to Table 6.6 report the evaluation results for the models
described in section 6.5. The models trained with GAPS dataset, fine-
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Threshold Coarse (DTW-only) Fine

50ms 62% 98%

25ms 27% 95%

Table 6.2: Results for note-level Onset-only F1-measure when realigning
scores from the François Leduc test split to synthesised guitar au-
dio

tuned from the augmented checkpoint, achieve state-of-the-art per-
formance on all 4 test sets under examination. When comparing the
results from the François Leduc and GAPS experiments, the larger
size of the GAPS dataset appears to drive the improvement.

To test whether this approach generalises well to other guitar record-
ings, results are included for the test splits from the François Leduc
and GAPS datasets. The authors of Lu, Wang, and Hung (2023) were
asked to provide results for the François Leduc test split using their
published model to allow for a comparison with the previous state-
of-the-art. The GAPS trained model shows the best performance of
the group, but notably both of the proposed dataset/model combi-
nations improve on Lu, Wang, and Hung (2023) by over 4%, despite
their method being the previous state-of-the-art for GuitarSet in the
supervised setting. Results are shown in Table 6.5.

P50 R50 F50

Basic Pitch (Bittner et al., 2022) - - 79.0

MT3 (Gardner et al., 2022) - - 90.0

Zang et al. (2024) - - 84.5

Lu, Wang, and Hung (2023) - - 91.1

SpecTNT (in Lu, Wang, and Hung, 2023) - - 90.7

Proposed

FL (augmented) 87.6 86.8 86.9

FL+GS (augmented) 91.1 88.5 89.7

GAPS (guitar only) 89.9 85.4 87.2

GAPS (vanilla) 88.8 86.8 87.5

GAPS (augmented) 90.1 86.6 88.0

GAPS+GS (guitar only) 90.2 90.9 90.4

GAPS+GS (vanilla) 89.4 92.1 90.7

GAPS+GS (augmented) 91.3 90.7 91.2

Table 6.3: Results for note-level transcription accuracy on the GuitarSet test
split. P50, R50, and F50 are Precision, Recall and F1-measure, ex-
pressed as percentages, at 50ms resolution. All are evaluated on
onsets only (no offsets or velocity), using the mir_eval library
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P50 R50 F50

MT3 (Gardner et al., 2022) - - 32.0

Kong et al. (2021) 67.5 49.7 54.8

Edwards et al. (2024) 80.6 44.0 50.3

Synthtab (Zang et al., 2024) - - 70.2

MusicNetEM (Maman and Bermano, 2022) 86.6 80.4 82.9

GuitarEM (Maman and Bermano, 2022) 86.7 79.7 82.2

Proposed

FL (augmented) 88.0 87.1 87.3

GAPS (guitar only) 92.4 81.8 86.1

GAPS (vanilla) 91.6 83.7 87.0

GAPS (augmented) 91.1 85.9 88.1

Table 6.4: Results for note-level transcription accuracy on the entire Gui-
tarSet in the zero-shot setting.

P50 R50 F50

Basic Pitch (Bittner et al., 2022) 54.6 85.0 66.1

Omnizart (Wu et al., 2021) 63.0 72.1 67.1

MT3 (Gardner et al., 2022) 48.8 57.0 52.4

TF-Perceiver (Lu, Wang, and Hung, 2023) 83.6 77.3 80.0

Proposed

FL (augmented) 83.9 85.5 84.7

GAPS (augmented) 85.5 84.2 84.8

Table 6.5: Results for note-level transcription accuracy on the test split of the
François Leduc dataset.

6.7 discussion

These results show state-of-the-art performance for the GAPS trained
model across all the examined datasets. The strong results for the
François Leduc test split (Table 6.5) are particularly encouraging as
the audio is taken from commercial recordings with varying acoustic
conditions and audio quality, indicating that this method may per-
form similarly well on real world examples. To demonstrate this, the
supplementary material includes some example videos of real world
guitar recordings transcribed by the proposed models12. To be fair, it
is noted that the proposed systems are specifically trained for guitar,
while other systems are trained only for piano or for multiple instru-
ments; but the point here is what is possible to achieve via domain
adaptation.

12 https://xavriley.github.io/HighResolutionGuitarTranscription/
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P50 R50 F50

Basic Pitch (Bittner et al., 2022) 54.6 85.0 66.1

Omnizart (Wu et al., 2021) 63.0 72.1 67.1

MT3 (Gardner et al., 2022) 48.8 57.0 52.4

Proposed

FL+GS (augmented) 92.9 91.4 92.1

GAPS (guitar only) 94.9 92.1 93.4

GAPS (vanilla) 94.6 93.4 94.0

GAPS (augmented) 95.0 93.6 94.3

Table 6.6: Results for note-level transcription accuracy on a test split of the
GAPS dataset.

For GuitarSet, the proposed methods were also sufficiently accu-
rate to identify two files with errors in the ground truth alignments
(see supplementary site for details). This further demonstrates the on-
going challenge of obtaining clean labels for transcription tasks as dis-
cussed in Gardner et al. (2022). Given the small difference observed
when training with GAPS only and GAPS plus GuitarSet combined,
this indicates that GAPS is of comparable accuracy but it has the
added advantage of a diverse range of timbres.

Reinforcing the findings of Maman and Bermano, these results con-
firm that aligned data from scores can be sufficiently accurate to train
a successful transcription model. This supports the idea that digitised
scores are a useful source of data for advancing research on this task.

In comparing the performance of other models on the proposed
test splits, it appears that Basic Pitch and Omnizart both perform rea-
sonably well. Given that the Basic Pitch model architecture is broadly
similar to the Kong transcription model it seems likely that its per-
formance could be improved further by adopting some of the onset
post-processing techniques introduced in Kong et al. (2021), or by
adopting a more comprehensive data augmentation strategy. The re-
sults from Lu, Wang, and Hung (2023) are also very strong and show
that this architecture has good potential to generalise, given appropri-
ately diverse training data.

Regarding the relatively poor performance of MT3 (Gardner et al.,
2022), it attempts to predict notes for multiple instruments simultane-
ously which is a more difficult task. Results are reported using a flat-
tened output (merging pitched instrument outputs, as per the paper)
and also after removing overlapping notes (those completely covered
by another note at the same pitch) to avoid skewing the evaluation.
Despite this, the large difference between the MT3 results on the pro-
posed test splits and on GuitarSet (supervised) show that the model
does not generalise well to unseen timbres – this is also demonstrated
in the poor zero-shot results for GuitarSet.

The parameter counts of the models are also compared: Basic Pitch
uses 17K (Bittner et al., 2022), Omnizart uses 8M (Wu, Chen, and Su,
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2020), the Kong derived models (including the proposed) use around
20M (Kong et al., 2021), Lu, Wang, and Hung (2023) uses 35M and
MT3 uses 77M (Gardner et al., 2022). This suggests that the proposed
solutions are not relying on an out-sized model capacity to achieve
their performance.

While the strong results represent an important advance in the task
of transcribing solo guitar, there are many aspects of guitar transcrip-
tion that are not yet addressed in this work. As the data comes from
the jazz and classical genres, it features mostly “clean” guitar sounds,
without distortion or strong audio effects. Furthermore, the transcrip-
tion model does not represent extended playing techniques (pitch
bends, harmonics, slides). These limitations could be addressed by
adapting the underlying model to accommodate a wider range of
note states than simple onsets and offsets.

Finally, empirical evidence suggests that the models presented above
perform well on out of distribution samples from other instruments,
with some additional examples included in the supplementary data.
Several of these are from plucked string instruments (mandolin, harp)
but also bowed strings such as the solo violin are included. As there
are a lack of ground truth datasets for these instruments it is not possi-
ble to provide quantitative results at this stage however the examples
suggest that the proposed method can be readily adapted to other
instruments. Progress in this direction will depend on the availability
of digitised score and audio pairs.

6.7.1 Effects of Pre-training

In each of the evaluations, a consistent trend can be observed whereby
the guitar-only model is surpassed by the vanilla model for piano
fine-tuned on guitar, which in turn is surpassed by the augmented
model with the same training data. This illustrates the importance of
pre-training and fine-tuning, as well as data augmentation as impor-
tant drivers of success in the transcription task (see Edwards et al.,
2024, for a detailed analysis of the effect of data augmentation on
transcription generalisation).

Strong results for other methods on the GuitarSet test split are ob-
tained from models trained with a mixture of datasets (Gardner et al.,
2022; Lu, Wang, and Hung, 2023). One exception is Zang et al. (2024),
which uses a large corpus of synthetically rendered guitar samples
for pre-training. This does not perform as well as other methods but
their results were obtained from a model (TabCNN) designed for gui-
tar tablature prediction, as opposed to a state-of-the-art transcription
model. A full comparison of synthetic and real audio for pre-training
is a clear candidate for researchers to explore in future work.

6.7.2 Generalisation and Guitar Types

GuitarSet contains audio for one acoustic steel string guitar recorded
via microphone and also via the guitar pickup (the “DI” outputs).
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Despite the GAPS dataset containing only performances on nylon-
stringed classical guitars, the trained model is able to generalise well
to GuitarSet in the zero-shot setting (F-measure 88.1% - see Table 6.4).
This result is interesting as it appears that timbral differences between
guitars are not such a strong factor in the success of the model for this
task. On the other hand, GAPS does include a range of guitars and
recording conditions unlike GuitarSet which uses a single guitar.

For the tested solutions based on encoder-decoder architectures
(Gardner et al., 2022; Lu, Wang, and Hung, 2023) the strong results
in the supervised setting on GuitarSet fail to translate to unseen data.
Table 6.4 shows the transcription accuracy on GuitarSet in the zero-
shot setting, i.e. where models are trained without any access to Gui-
tarSet – in particular, F-measure scores for MT3 fall from 90.0% to
32.0% on GuitarSet. The previous state-of-the-art model (Lu, Wang,
and Hung, 2023) attains 91.1% in the GuitarSet supervised task but
drops to 80.0% on the unseen François Leduc test set. This may in-
dicate that these architectures require more data to generalise effec-
tively.

For the François Leduc test split in Table 6.5, the GAPS trained
model outperforms the François Leduc trained model by a smaller
margin. This is despite the fact that the François Leduc data was
partly outside the distribution of the GAPS data which was nearly all
recorded on nylon string (classical) guitars. Again, this suggests that
the timbral qualities of the training data (in terms of guitar types) are
not a strong indicator of model performance.

Conversely, the GAPS trained model outperforms the François Leduc
trained model on the GAPS test split by a margin of 2.2% (see Ta-
ble 6.6). This indicates that, despite the strong generalisation quali-
ties shown by the proposed models (see Table 6.4), the GAPS trained
model is somewhat specialised to classical guitar timbres and that the
strongest results in the future may rely on the use of timbre specific
training data.

6.8 conclusion

To address the problem of a lack of AMT training data for instru-
ments other than piano, a recent method for polyphonic score align-
ment was adapted to meet this need. The methods proposed in this
work improve on a previous score alignment method by replacing On-
sets and Frames with a High-Resolution Piano Transcription model,
yielding greater accuracy due to an improved tolerance for misaligned
labels. Two datasets of 79 solo guitar pieces (François Leduc) and 300

pieces (GAPS) are also presented, both of which were constructed
using this accurate score alignment method. In particular, GAPS rep-
resents the largest dataset of freely available guitar audio-score pairs
to date.

A piano transcription model which has been fine-tuned on the pro-
posed GAPS dataset achieves an increase in transcription accuracy
for guitar over previous methods, achieving state-of-the-art results
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on all the datasets that were examined, including the entire GuitarSet
dataset in the zero-shot setting. These strong results add weight to
the idea that polyphonic score alignment is an effective way to source
training data for AMT systems.

6.8.1 Reflections and Future Directions

This work has generated wide ranging interest in the field of auto-
matic guitar transcription, leading to a growing number of citations
of the two original papers that this chapter is based on. In providing a
benchmark for subsequent transcription research, it is hoped that ap-
proaches for automatic guitar transcription may someday approach
those which are available for piano.

The use of a CRNN architecture in this work is effective, however
more recent development in piano transcription suggest that other
approaches may be more successful still. In particular, Yan and Duan
(2024) show that excellent results are possible when using deep learn-
ing methods instead of selecting onsets and offsets by traditional
thresholds as used in this work. Furthermore, in the recent work of
Bradshaw and Colton (2025) the authors achieve robust piano tran-
scription accuracy using a very large dataset of audio files obtained
from YouTube. This clearly outlines a possible extension to this work
in which a larger transcription model may be trained using pseudo-
labels from an existing transcription model.

Some alternatives to audio-to-MIDI transcription have recently been
proposed, in particular methods that attempt to transcribe audio di-
rectly to tablature such as the commercial offering from Songsterr13.
While the method is not published, it can be assumed that the pipeline
takes audio as input and produces a sequence of tokens that map to
a score-like representation. The main difference from the MIDI target
is the treatment of timing - in this work the timing is absolute and
maps accurately to the performance whereas a score representation
calls for an interpretation of timing as it would be notated by a hu-
man transcriber. This is an interesting midpoint between descriptive
and generative approaches and would be ripe for further exploration.
The resources in the proposed datasets above could be a starting point
due to the pairing of audio and digital scores.

Finally, the methods of data augmentation used in this work were
not extensive and this is an area that could be explored more fully in
future research. Bradshaw and Colton (2025) note that spectrogram
masking was an effective augmentation in encouraging model robust-
ness. This combination of discriminative and generative approaches
has been used with success in the speech transcription community
also (Chen et al., 2021). Further work on improving guitar generalisa-
tion could also include the use of synthetic data and investigate the
effects of additive noise and similar perturbations.

13 https://www.songsterr.com/new
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D R U M S

7.1 introduction

This chapter now examines to the problem of transcribing unpitched
percussion instruments, which in the context of jazz usually means
the drum kit. Given the critical importance of percussion throughout
the history of jazz, a study of its transcription is necessary for the
goals of this project.

The following work examines the current state-of-the-art transcrip-
tion system for drums, ADTOF, which was introduced in Zehren,
Alunno, and Bientinesi (2021). After reviewing its performance on
a benchmark dataset of real drum audio (MDBDrums, Southall et
al., 2017), it can be seen that the published model performs well but
struggles on jazz recordings, and in particular those that feature the
use of brushes.

To address this, a new method is proposed which leverages devel-
opments in drum stem source separation, in combination with the
existing ADTOF method. It is shown that this approach can improve
accuracy on real world drum recordings and offers greater flexibility
in transcription methods. This leads to an increase accuracy on the
jazz recordings in the MDBDrums dataset, particularly when brushes
are used.

In order to properly evaluate these performance improvements, a
new set of annotations is also introduced as part of this work – MDB-
Drums++. Through a semi-automatic annotation procedure described
in subsection 7.4.1, a set of annotations is created which exhibits in-
creased accuracy and sensitivity and includes new estimates of ve-
locity as part of the output. This newly annotated data is used to
benchmark the proposed transcription method, with discussion of its
advantages when compared with previous methods.

7.2 background

Automatic Drum Transcription (ADT), a sub-task of Automatic Mu-
sic Transcription (AMT), offers huge potential for extracting useful
data from music signals. As mentioned in section 2.6, the history of
ADT mirrors that of AMT in terms of which techniques were adopted;
for example the progression from signal processing techniques to
NMF based approaches to the more recent deep learning methods.
However, while AMT accuracy for pitched instruments has increased
steadily over time (Hawthorne et al., 2018; Kong et al., 2021; Yan and
Duan, 2024), the accuracy of ADT methods remains far below that
of, say, piano. Wu et al. (2018) identifies that such methods are af-
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fected by data issues such as small size, lack of complexity or lack of
diversity (homogeneity).

Source separation has seen an explosion of interest in recent years
with the advent of deep learning models for this task. While sepa-
rating drum kits from a mixture is well studied (Défossez, 2021), a
relatively new task is performing audio separation of individual com-
ponents from a drum kit performance - for example decomposing a
drum kit into kick, snare, toms, hi-hat and cymbal stems. LarsNet
(Mezza et al., 2024) is one such solution, however the training data is
derived entirely from drum samples produced by Logic Pro X. This
lack of diversity could harm separation quality when extending to
real-world examples.

This work explores a recent open source contribution, which is re-
ferred to as "Jarredou"1, that has not yet been described in the sci-
entific literature. In correspondence with the model authors, it is un-
derstood that this is trained on a private dataset of MIDI and ren-
dered audio from drum-sample libraries with 21.8 hours of audio
in the training set and 0.27 hours of audio reserved as a validation
set. There is some repetition in the MIDI annotations as they are re-
rendered using a variety of sample libraries from different providers.
A full breakdown of its separation performance is planned for future
work, however from informal testing it appears to perform well on a
variety of recordings.

7.3 method

The proposed method operates on solo drum kit audio (solo drums).
Where the desired source is already part of a mix, it is first isolated
to the drum part using Demucs v4 (Rouard, Massa, and Défossez,
2022)2 using the officially released weights and configuration settings.
The input audio is initially normalised to a constant level using the
ReplayGain algorithm3 to ensure a relatively consistent dynamic level
for later processing. The method proceeds to transcribe the solo drum
stem via ADTOF to extract note locations for 5drum classes (kick,
snare, hi-hat, toms and cymbals). The solo drum stem is then further
separated using the Jarredou model to extract 6 individual stems with
the same drum classes, but with the “cymbals” class expanded to
“crash” and “ride” stems.

To estimate MIDI velocity information, the transcription data is
combined with the individual drum stem data as follows: first a loud-
ness curve is computed for each individual stem. This uses an equal
loudness filter from Essentia to preserve perceptual balance, then cal-
culates a smoothed amplitude envelope using RMS with a 1024 sam-
ple window (at a 44.1kHz sample rate) and a 10ms hop size. The
RMS values are then converted to a decibel (log) scale. All six stems

1 github.com/jarredou/models/releases/tag/aufr33-jarredou_MDX23C_DrumSep_

model_v0.1

2 Weights available at https://dl.fbaipublicfiles.com/demucs/hybrid_

transformer/f7e0c4bc-ba3fe64a.th

3 implemented in Essentia (Bogdanov et al., 2013)
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are then normalised to the peak dB across the group of stems – this
allows the velocity to be self-consistent within a single performance,
but if a reference level is known it can be substituted instead.

For each note in the transcribed MIDI, a 50ms window around the
predicted onset time is applied to the loudness curve for the corre-
sponding stem. The process then extracts a MIDI velocity estimate
from 0-127 by taking the maximum value of the window, scaled to
the normalised dynamic range across all stems in a performance.

7.3.1 Recovering Additional Instrument Classes

The transcription is further enhanced by increasing the number of pre-
dicted classes from 5 to 7 as follows. For the cymbal onset predictions,
the loudness curves are compared for the crash and ride stems and
the maximum across the two stems is chosen as the true onset. How-
ever, the nature of crash cymbals means they often have a long, slow
decay in amplitude which can cause incorrect classifications under
this scheme. To address this, a heuristic is introduced by identifying
significant crash cymbal peaks over the entire performance. For each
crash peak, a refraction period is added which lasts until 1 second
before the next crash peak. During this period a crash cymbal cannot
be re-triggered and all cymbal hits during the period are assigned to
the ride instead.

For the hi-hat stem, it is observed that the loudness curve for open
hi-hats decays more slowly than when the hi-hats are closed. For each
hi-hat note, a window over the loudness curve is taken lasting up to
the next hi-hat onset or 150ms, whichever is smaller. If the minimum
loudness over the window is greater than 75% of the maximum then
the note is assigned to the open hi-hat class, otherwise it is assigned
to the closed hi-hat class.

7.3.2 Transcribing Drums Played with Brushes

The use of wire or nylon brushes is common for drum kit perfor-
mances in jazz, however the training data for the published ADTOF
model is mainly drawn from the rock, pop and metal genres for
which brushes are not common. This means that brushes are out of
distribution and the transcription accuracy of ADTOF suffers when
brushes are used. To rectify this, the proposed method includes a flag
to improve brush transcription accuracy by reclassifying predictions
for toms as snare hits in locations where the normalised amplitude
of the snare stem exceeds −55dB. This is enabled for the MDB tracks
where brushes are used – please note that these are manually speci-
fied for the MDBDrums datasets and that the automatic detection of
brushes is left for future work.
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7.3.3 Experiments with Transient Processing

During the development of this method, several experiments were
performed which involved processing to boost transients in the source
audio. Intuitively, this might serve to help the transcription model, as
transients are a highly salient feature of percussive sounds. The ex-
periments achieved this by extracting percussive components using
Harmonic-Percussive Source Separation (HPSS Fitzgerald, 2010) on
the drum mixture. The harmonic component was then discarded, and
the percussive component was added back into the mixture to boost
the energy in transients. Experiments were also carried out using the
“Transient Shaper” plugin by Kilohearts4.

Despite the intuitive attractiveness, these experiments were not found
to improve the results and further investigation was not possible due
to time constraints. The poor results could have been due to the ef-
fects on either the source separation stage or the transcription stage,
and future work which explores these effects is welcomed.

7.4 datasets

The most widely used data sets for ADT evaluation to date are ENST
(Gillet and Richard, 2006), MDBDrums (Southall et al., 2017) and
RBMA (Vogl, Dorfer, and Knees, 2017) which are all publicly avail-
able. Table 7.2 shows results for transcribing 5 drum classes (BD, SN,
HH, CY, TOMS) following the framework of Zehren, Alunno, and
Bientinesi (2023).

7.4.1 MDBDrums++

In Figure 7.1 the transcription accuracy for the published ADTOF
model is shown for each file in the MDB dataset. Notably, the three
lowest scoring files (highlighted in red) all use brushes. On investiga-
tion of the files, it appears that the original annotation process used
to create the MDB dataset struggled to capture the onsets for brushes
effectively, which led to several transcription errors. For this reason
the decision was made to re-annotate the drum audio from the MDB-
Drums dataset.

The new annotation process was carried out using the “Replace
or Double Drum Track” feature in Logic Pro X5. Each solo drum
track was loaded and then analysed using the minimum threshold
(−40dB). The resulting MIDI notes were then moved to the corre-
sponding drum kit element - for hits that were judged to be simul-
taneous the notes were copied to each element while preserving the
onset time.

4 Part of the Kilohearts Essentials pack - https://kilohearts.com/products/

kilohearts_essentials

5 https://www.apple.com/uk/logic-pro/
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Figure 7.1: Accuracy (F-measure) for each file in MDBDrums dataset when
transcribed by ADTOF. Red indicates songs where brushes were
used

This resulted in 23 new annotations which are being released as
part of this work as MDBDrums++6. Similarly to the original annota-
tion workflow, the onsets were detected automatically and the drum
classes were identified manually. In addition, Logic Pro X includes ve-
locity estimates – while these do not constitute “ground truth”, they
may be useful for downstream transcription tasks which include ve-
locity estimates.

7.5 results

7.5.1 Comparing MDBDrums with MDBDrums++

The newer annotations in MDBDrums++ are compared with the orig-
inal MDBDrums annotations, with results shown in Table 7.1. The
results are effectively symmetrical, with the F-measure remaining
nearly the same and the values for Precision and Recall being swapped,
depending on which dataset is used as the base for comparison. The
F-measure score of around 94% in both cases shows a relatively close
agreement between the two sets of annotations, however when us-
ing this dataset as a benchmark for transcription systems the highest
possible accuracy is desirable. For this reason, it is notable that the
original MDBDrums dataset contains 7994 annotated onsets, whereas
MDBDrums++ contains 8448−- an increase of nearly 6%. While it
is hard to prove that these are not all false positives, the increased
number does reflect the anecdotal observation that many drum hit
annotations were missing from the original annotations, as described
in subsection 7.4.1.

6 https://github.com/xavriley/MDBDrumsPlusPlus
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Dataset/Method Recall Precision F-measure

MDB as reference 93.47 96.14 94.68

MDB++ as reference 96.14 93.49 94.69

Table 7.1: Results for 5-class transcription accuracy when comparing MDB-
Drums++ with the original MDBDrums

Method Dataset Recall Precision F-measure

ADTOF MDBDrums - - 87

Proposed MDBDrums 89 89 89

ADTOF MDBDrums++ 88.68 89.90 88.74

Proposed MDBDrums++ 89.26 90.88 89.47

Proposed w/ brushes MDBDrums++ 91.15 90.99 90.71

ADTOF RBMA† - - 65

Proposed RBMA† 62 66 63

ADTOF ENST - - 84

Proposed ENST 81 91 85

Table 7.2: Results for 5-class transcription accuracy across 4 datasets show-
ing onset-only with 50ms tolerance via mir_eval. Obelisk (†) indi-
cates drums were isolated using Demucs v4 (Rouard, Massa, and
Défossez, 2022)

7.5.2 Transcription Performance

The performance of the proposed method is tested against the orig-
inal ADTOF model for four datasets: MDBDrums, MDBDrums++,
ENST and RBMA. The results are summarised in Table 7.2 and, as
is standard for this task, a tolerance of 50ms is used to evaluate on-
sets only via mir_eval.

Results are also included for the 8-class transcription task in Table
7.3. The proposed method does not attempt to predict the relatively
rare “Cowbell” class (MIDI note 56) so a direct comparison is not
possible, however baseline results are included from Vogl, Widmer,
and Knees (2018) for reference. These show strong increases in per-
formance over the baseline for the MDB and ENST datasets (12% and
10%), however RBMA is 2% lower. This is possibly due to the elec-
tronic drum sounds used in this dataset which are outside of the
domain of acoustic drums.

7.5.3 Velocity Prediction

The predicted velocity distributions for the MDBDrums dataset are
shown in Figure 7.2. The other datasets are omitted but show similar
distributions. The concentration of snare at high volumes is likely a
result of the equal loudness curves favouring mid-range frequencies.
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Method Dataset Recall Precision F-measure

Vogl, Widmer, and Knees (2018) MDB - - 72

Proposed MDB 84 84 84

Vogl, Widmer, and Knees (2018) RBMA† - - 58

Proposed RBMA† 55 60 56

Vogl, Widmer, and Knees (2018) ENST - - 65

Proposed ENST 72 81 76

Table 7.3: Results for 8-class transcription accuracy. See Table 7.2 for details.

Figure 7.2: Estimated Velocity Distributions for the MDB dataset

The proposed method also allows for these components to be scaled
individually to improve balance, if necessary.

7.6 discussion

The proposed method shows mixed results across the examined datasets,
however some additional context may provide clarity. Firstly, the rel-
atively poor results for the 5-class RBMA dataset task (63% vs. 65%
F-measure) should be considered in light of the fact that many of
the recordings in the RBMA dataset do not use traditional acoustic
drums. Instead, the published annotations attempt to map disparate
sounds (often from electronic or synthesised sources) to elements of
an acoustic drum kit, which may help to explain the low scores across
both ADTOF and the proposed method. The reduction in accuracy for
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the proposed method is likely due to to the source separation strug-
gling with the out-of-distribution sounds, which in turn may affect
the transcription accuracy.

The ENST data does use real acoustic drums and can be consid-
ered more realistic for this task than RBMA. The proposed method
achieves a very modest 1-point improvement in the 5-class task over
ADTOF. For the 8-class task the margin increases to 11 points over the
previous method from Vogl, Widmer, and Knees (2018). The down-
side of the ENST dataset is that the audio was taken from three drum
kits with some unconventional sounds (e.g. high tuned, undampened
bass drums). Again, this puts the dataset somewhat outside of the dis-
tribution for the commercially recorded drum kit sounds that ADTOF
was originally trained on.

Finally, the MDBDrums dataset is the most representative of com-
mercially recorded acoustic drums as it contains 23 different studio
recordings in various genres. For this reason the strong results from
the proposed pipeline are encouraging with regards to the real-world
performance of this work. An improvement of 2 points is achieved for
the 5-class task over ADTOF, with a more substantial improvement of
12 points in the 8-class task.

In addition, one can hear the added velocity predictions from the
proposed method produce a more musically pleasing result over ADTOF
alone. A demonstration of this is available in the supplementary ma-
terial7.

7.7 conclusions

This chapter demonstrates a method of combining an ADT model
(ADTOF) with a drum stem source separation model, allowing for the
estimation of velocities and additional levels of classification while re-
taining a high degree of transcription accuracy. In some cases this also
improves on the state-of-the-art for drum kit transcription – in partic-
ular for the MDBDrums dataset in the 5-class and 8-class setting.

During this work some annotation issues with the MDBDrums
dataset were identified and a new set of annotations was created to
rectify these. The new annotations have been released as the MDB-
Drums++ dataset, and they include estimates for velocity alongside
the onset and drum class information for each hit.

When focusing on datasets featuring acoustic drum sounds, an is-
sue with the transcription of brushes was identified. The proposed
method allows for an optional flag to specify whether brushes were
used and adjusts the transcription pipeline accordingly. This lever-
ages the information from the source separated stems to correctly
assign hits to the snare where these were previously misclassified as
toms. This change further increases accuracy on the MDBDrums++
dataset where the worst performing tracks all featured the use of
brushes.

7 https://www.youtube.com/watch?v=dfU7kgN_JcM
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Together this work builds on the previous best performing drum
transcription method, ADTOF, and provides a more robust option for
transcribing jazz drum performances, particularly where brushes are
used. The resulting transcriptions include velocity estimates which
also makes them appealing for use in general downstream tasks such
as music production and analysis of expressive performance. To fully
generalise these improvements, future work could include methods
to classify the use of brushes automatically to enable the highest lev-
els of accuracy.

7.7.1 Reflections and Future Directions

The task of automatic drum transcription is deceptively challenging,
even in the 5-class setting. Despite the large amounts of readily avail-
able synthetic data from drum sample libraries, it remains hard to
train models which can generalise to new or unseen snare sounds for
example and the problem is worse still on low resource classes such
as toms and cymbals.

In reflecting on this in the context of this work, it seems that the suc-
cess of this task depends either on large amounts of realistic and di-
verse annotated data being made available, or on finding techniques
and approaches that reduce the tendency of models to overfit on spe-
cific spectral patterns that were encountered during training. The lat-
ter could be inspired by augmentation techniques and learning objec-
tives from the speech community which faces related challenges in
addressing robust speaker identification.

Further improvements could be made by including generative ob-
jectives in the model training such as filling in masked regions of
spectrogram based on the surrounding context. Drum parts in the
real world are often repetitive and it makes sense to use this fact to
maximum advantage in future work.
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D I S C U S S I O N A N D C O N C L U S I O N

8.1 summary

This thesis concludes with a summary of the contributions, which are
as follows:

• unsupervised monophonic note detection (CREPE Notes)

• supervised monophonic pitch detection for saxophone and bass

• supervised polyphonic pitch detection for guitar

• a newly proposed pipeline to improve drum kit transcription

These included several new components, including a state-of-the-
art source separation model for saxophone and a method for aligning
MusicXML scores to transcription posteriograms with a high level of
timing accuracy.

In addition to the models and transcription pipelines that have
been presented, there were also several dataset contributions:

• Charlie Parker Omnibook Performance Aligned MIDI and Sax-
ophone Stems

• FiloBass - over 4hours of audio, MIDI and MusicXML scores

• François Leduc Dataset - 4hours of solo jazz guitar with audio
and aligned MIDI

• GAPS (Guitar Aligned Performance Scores) - 14hours of perfor-
mance aligned classical guitar recordings

• MDBDrums++ - a set of 23new drum annotations including
velocity estimations

Together, these methods and datasets addressed the problem of
allowing music transcription at scale with a focus on instruments
that are typically found in a jazz ensemble. Subtasks included pitch
contour segmentation, source separation, sheet music rhythm quanti-
sation and layout, audio-score alignment, training and evaluation of
transcription models and MIDI velocity estimation. To demonstrate
the models in action there are several example videos, details of
which are listed in Appendix A. These show the various parts of the
project working together to transcribe real recordings of jazz ensem-
bles.

The scope of this work was wide ranging, however several common
themes were present throughout all the topics that have been covered.
The most important of these is the idea that audio-score alignment
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(particularly when using posteriograms obtained from AMT models)
is a viable method for producing training data in the absence of spe-
cialised hardware for MIDI capture. The strong results for saxophone,
bass and guitar demonstrate this even in scenarios where the amount
of score data is relatively scarce. The findings also suggest that high
quality data, as opposed to sheer volume, is also beneficial to training
effective transcription models.

Another theme which unifies this work is that the combination of
source separation techniques and instrument specific transcription
models is now viable for the transcription of some ensembles. This
is not an obvious result, as this pipeline approach can accrue errors
at each stage which may be deleterious to the final output. However,
this does not appear to be the case for the data in the various test sets
that were examined. The rapid rate of progress for source separation
in both academic and commercial settings has enabled much of this
work and one can anticipate even better performance as time goes on.

8.2 limitations and opportunities

From a more critical perspective, the task of perfect transcription is
not yet solved and there is still work to be done. For example, CREPE
Notes has provided a useful method for note level transcription to the
MIR community but there seem to be more opportunities in improv-
ing the effectiveness of unsupervised note segmentation. The use of
an additional onset tracker to segment repeated notes is admittedly
inelegant and could potentially be replaced with non-deep learning
approaches, such as periodicity changes or spectral flux.

For the supervised transcription methods the note level accuracy
is fairly good, but there are still challenges to be addressed around
the estimation of expressive performance parameters like MIDI ve-
locity, note articulation and vibrato. The various MIDI standards are
able to accommodate this information and, logically, this represents
the next level of symbolic music transcription to address. That be-
ing said, it remains unclear how to derive useful ground truth data
for note velocity, given the lack of a reference point and this is par-
ticularly difficult for polyphonic sources where multiple notes have
overlapping contributions to the overall level. This problem has been
partially addressed in previous publications (Kim and Serra, 2024)
but it requires further work to evaluate and integrate these methods
into the datasets that are presented here.

Another potential criticism of this work is that it only addresses a
small subset of the instruments found in a jazz ensemble. Trumpets
and trombones are omitted, along with more esoteric instruments
such as vibraphone and violin. Furthermore, this thesis fails to ad-
dress transcription of similar/identical sources (“monotimbral”) such
as groups of saxophones in a section, which are commonly found in
big bands and jazz orchestras. These are indeed an omission, however
the approaches listed above use training data based on audio-score
alignment and there is no reason that these could not be success-

[ October 13, 2025 at 16:40 – classicthesis ]



8.3 future perspectives 109

fully applied to other instrument types if the right training data is
made available. Given the success in training polyphonic transcrip-
tion models this could also, in principle, be applied to transcription
of monotimbral groups, assuming that they could be separated first.

Finally, this work also lacks approaches for singing voice transcrip-
tion which is another common element in jazz ensembles of the past
century. This is acknowledged as a shortcoming, however the topic
poses additional challenges beyond instrumental transcription that
would likely need a more careful treatment. For example, the phoneme
and word level information appears to be a key indication of note
boundaries in vocal performances and this information is not trivial
to extract reliably. Furthermore, the concept of a “note” is less well de-
fined for the voice, making the task of transcription more challenging.
Despite these challenges, it would be interesting to explore how the
posteriogram alignment techniques in this work could be extended
to vocal performance and whether these could be used to produce
datasets of note-level annotations with accurate timing. Potentially,
similar techniques for aligning phonemes could also aid the related
task of lyrics transcription by allowing accurate time alignments at a
phoneme or word level.

8.3 future perspectives

The primary goal of this thesis was to enable reliable transcription
methods that can operate at scale, with a view to creating opportuni-
ties for progress in several areas. These opportunities can be broadly
grouped by application, with each requiring an increasing level of
precision from the transcription system.

8.3.1 Lower Precision: Traditional MIR tasks

One hypothesis for this work was that the availability of transcrip-
tion data at scale could help to unlock new approaches to managing
and curating large catalogs, enabling new features for automatic tag-
ging or recommendation systems. It would appear that these targets
can handle a lower level of precision, provided that the performance
is acceptable for a given task. The models presented in this thesis
should prove adequate for new experiments to be conducted with
MIDI-based approaches for traditional MIR – tasks like beat tracking
or genre detection can in turn inform data mining approaches to large
music collections, and it will be exciting to see where this leads.

There remains a caveat that simple approaches will often win out
over more complex ones when working at scale. However, the avail-
ability of accurate symbolic data, such as MIDI, may help to tune or
refine such approaches. One example is drum transcription – tran-
scribing individual drum classes may be unnecessary if the goal is
to detect high-level features for beat detection. Similarly, if a generic
multi-pitch estimation algorithm can perform better at scale (mea-
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sured against heavier, more accurate transcription systems) then this
may improve tonality based features like harmony or key detection.

8.3.2 Medium Precision: Sheet Music Outputs

Requiring a greater degree of accuracy, transcription to sheet music
would be of more immediate interest to individual musicians. Fully
automatic sheet music transcription remains something of a “holy
grail” in MIR research and in this thesis, the strong results for instru-
ments other than piano are a step toward this goal.

From experiments using the models in this thesis, it is possible to
produce readable sheet music output in some cases but this is cur-
rently reliant on strong beat tracking performance followed by basic
rhythm quantisation. These models have shown that strong transcrip-
tion accuracy in the onset-only setting is often sufficient to produce
a readable score. Similarly, precise transcription of dynamics is not a
strict requirement for score production.

However, with current approaches it remains difficult to make the
leap from a performance-timed MIDI file to one that could serve as
the basis for a readable score. As discussed in chapter 4, qparse is
useful for some monophonic applications and research is ongoing
into polyphonic approaches, however there is not a general purpose
solution at the time of writing. For success in this task, it appears
that more work is needed to build matched datasets of performances
and scores, especially for instruments other than piano. The audio-to-
score alignment approaches in this thesis could be adapted for this
purpose and this may be a promising line of future research.

8.3.3 High Precision: Performance Rendering and Generative Modeling

During the development of this work, the transcription models herein
have been applied to many real-world examples. In general the re-
sults have been good, however there are still some scenarios which
highlight the shortcomings of the current systems quite strongly. The
most pressing of these is the transcription of guitar in a group setting,
particularly when the music has a strong rhythm and expressive ar-
ticulations. The system presented in chapter 6 shows good note level
accuracy but in rendering the performances, as shown in the videos
included in the appendix, it becomes clear that the lack of precise
offset timings or velocity estimates detracts from the end result. This
raises the question: which level of transcription accuracy is required
for the current application? The latest state-of-the-art model for pi-
ano transcription (Yan and Duan, 2024) shows that high accuracy for
onsets, offsets, and velocity, can translate to remarkable results when
re-rendered from the transcribed MIDI; in some cases this is hard to
distinguish from the original audio.

This process of re-rendering the MIDI transcriptions using mod-
ern production tools helps to highlight a relatively new frontier –
that of realistic MIDI performance rendering. This task has already
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been explored for taking a given score and rendering it to produce
a pleasing artistic result, however extra impetus has been provided
by the explosion of interest in generative models for music in recent
years. The focus to date has been on generating music directly from
text prompts, but with an increase in the availability of high-quality
performance-timed MIDI data it becomes more tractable to generate
the music in the symbolic domain and then render the result using
existing high-quality tools.

This is an area where advances in automatic transcription could
unlock a great deal of value, provided that it can reach a level of
accuracy that leads to aesthetically pleasing results. This provides
further motivation for improving the models in this work; adding
velocity estimation, improving offset detection, incorporating instru-
ment specific techniques and striving to capture the other aspects of
articulation that can bring a performance to life.

8.3.4 And beyond...

To close, an anecdote: C4DM hosted a talk by a noted authority on
the physical modeling of instruments1 in which the professor told the
following story. The aim of physical modeling is to use complex com-
puter simulations to capture every aspect of a real instrument in order
to render highly realistic audio outputs. Upon finishing a highly de-
tailed model of a trumpet, the researchers realised that the exquisite
sensitivity of the model parameters meant that their attempts to use
the model initially sounded like a child practicing the trumpet for the
first time, and so, they had to learn to “play” this new instrument all
over again.

This illustrates an irony in modeling for synthesis; one ends up
encoding more and more details to the model, only to find it loses
some of its usefulness along the way. The task of music transcription
is similarly boundless – there will always remain an additional level
of detail that one can strive for in attempting to capture a musical
performance, with the logical limit being a transcription that encodes
information at a similar level to a physical model or an audio file.
If the aim is to distill music to its essence, for compression or trans-
mission or reproduction, there will always be room for more detailed
approaches according to the ear of the beholder. In this sense, the
work is never done.

1 Viewable at https://youtu.be/mNwrmqSPyxU?feature=shared&t=1080
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a.1 example videos

This appendix contains example videos showing the models from
this thesis in action. Unless otherwise specified, all the demonstra-
tion videos used the service MVSep.com to extract instrumental stems
from the original mixtures. This is a commercial service that offers
models based on the current state-of-the-art architectures for source
separation. Details of the models that were used can be found at the
following URLs:

• MVSep Drums – https://mvsep.com/algorithms/43?lang=en

• MVSep Bass – https://mvsep.com/algorithms/37?lang=en

• MVSep Piano – https://mvsep.com/algorithms/14?lang=en

• MVSep Guitar – https://mvsep.com/algorithms/17?lang=en

• MVSep Wind (for Trumpet) – https://mvsep.com/algorithms/

61?lang=en

For examples including saxophone, the Demucs based source sep-
aration model described in chapter 4 was used.

a.1.1 Full Band Transcription: Chad LB Quartet – Mack The Knife

This demonstration video can be viewed online at:
https://youtu.be/W7ijt9-5ln8

The original recording can be viewed at:
https://youtu.be/7hnb5VAjYyQ

The line-up is as follows:

chad lefkowitz-brown : tenor saxophone

holger marjamaa : piano

dan chmielinski : bass

bryan carter : drums

All parts were automatically transcribed to MIDI with no further
editing, and rendered in Logic Pro X using virtual instruments. The
tenor sax part was transcribed using the source separation model and
MIDI transcription pipeline described in chapter 4. The bass stem was
transcribed to MIDI using the transcription model from chapter 5.
The drums were transcribed using the pipeline from chapter 7.
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The piano was transcribed using the published model from Yan
and Duan (2024) – this is not a contribution of this work and was
included to demonstrate the state-of-the-art for piano transcription in
this setting.

a.1.1.1 Commentary

This video shows a good example of full quartet transcription. The
note level transcription of the tenor sax is broadly accurate with the
exception of a few missed notes in the altissimo register. These were
due to the transcription model being trained on tenor sax perfor-
mances that did not play in that register, as discussed in chapter 4.

The performance of the bass transcription is less convincing, with
several missed notes. This appears to be related to the performance
of the bass source separation model which is trained predominantly
on electric bass guitar. The bass is also low in the original mix which
may be a contributing factor to the poor separation performance.

The drum transcription appears to have good precision but low
recall in places. The transcribed velocities are not wide-ranging but
they help to give a sense of realism to the rendered performance.

a.1.2 Full Band Transcription: Emmet Cohen Trio feat. Pasquale Grasso –
Cherokee

This demonstration video can be viewed online at:
https://youtu.be/42OrFQ2ite4

The original recording can be viewed at:
https://youtu.be/InZx3tFYkH8

The line-up is as follows:

pasquale grasso : guitar

emmet cohen : piano

russell hall : bass

kyle poole : drums

Again, all parts were automatically transcribed to MIDI with no fur-
ther editing, and rendered in Logic Pro X using virtual instruments.
The guitar part was transcribed using the GAPS trained MIDI tran-
scription model described in chapter 6. The guitar is rendered using
an electric piano sound – this is intentional to show the effect of the
poor offset accuracy in some cases, where notes ring during gaps
in the solo line. The bass stem was again transcribed to MIDI us-
ing the transcription model from chapter 5 and the drums were also
transcribed using the pipeline from chapter 7. Similar to the exam-
ple above, the piano was transcribed using the published model from
Yan and Duan (2024).
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a.1.2.1 Commentary

This video shows the performance of the guitar transcription model
from chapter 6 when used on source separated material in a quar-
tet setting. This piece is challenging to transcribe accurately as the
tempo is around 375 beats per minute. This means that a quaver, the
predominant duration used in the solo, lasts approximately 80ms.
Despite the model being trained on predominantly fingerstyle acous-
tic and classical guitar, the overall result is relatively convincing. As
mentioned above, the poor offset accuracy is noticeable in places.

The bass transcription is better in this example – this was possibly
because the bass was higher in the original mix, which aided the
source separation process. The drum transcription pipeline appears
to struggle with this material, with only the snare being reproduced
reliably. The cymbal hits are frequently confused in the classification
between open hi-hat and ride.

a.1.3 Full Band Transcription: John Scofield Quartet – Sham Time

This demonstration video can be viewed online at:
https://youtu.be/gpamqbLlGsw

An alternative version (described below) can be viewed at:
https://youtu.be/onZQsLhaJY4

The original recording can be viewed at:
https://youtu.be/zdj9kdpghEQ

The line-up is as follows:

john scofield : guitar

john medeski : piano

chris wood : bass

billy martin : drums

This recording has two transcribed versions. In the first version,
the guitar part was transcribed using the GAPS trained MIDI tran-
scription model described in chapter 6. In the alternative version, the
MIDI for the guitar is produced from the combined output of two
transcription models – one is the piano transcription model from Yan
and Duan (2024), the other is the violin transcription model from
Tamer et al. (2023). These can be heard simultaneously, resulting in a
“chorus” effect in some places. This alternative version is included to
illustrate how a model might perform if it were trained with velocity
estimation, more accurate offsets and pitch bend estimation.

The bass, drum and piano stems use the same methods as the pre-
vious examples.

a.1.3.1 Commentary

In this example, the GAPS trained model does not perform as well.
When compared with the original recording, the lack of precision in
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the offset estimation makes the guitar sound clumsy and unmusical,
especially in the opening staccato chords passage. The guitar perfor-
mance also makes use of string bending which is not handled by the
model proposed in this thesis.

In contrast, an alternative version shows a more desirable result –
the piano transcription model, despite being presented with guitar
audio, captures dynamics and note durations (albeit with seemingly
lower note recall) and the violin transcription model captures and
reproduces string bends. Together, these alternative models give an
idea of what could be achieved for guitar solo lines outside of a typi-
cal jazz context and serve to highlight the importance of velocity, note
duration and pitch bends for effective resynthesis. For future work,
a model could be specifically trained to incorporate these elements,
yielding a more aesthetically pleasing result on this type of material
when compared with the GAPS trained model.

The bass and drum reproductions in this case are both musically
satisfying, however on close comparison with the original recording
the bass transcription does not capture staccato elements of the per-
formance effectively. The drum transcription missed some notes but
enough of the performance remains to convey a sense of the original
groove. The drum transcription also struggles with the fast repeated
snare notes during the drum solo.

a.1.4 Trumpet Transcription (CREPE Notes): Wynton Marsalis – Swing-
ing at the Haven (2001)

This demonstration video can be viewed online at:
https://youtu.be/hyGFujJraEM

The original recording can be viewed at:
https://youtu.be/KSlLdsTsGxY

The line-up is as follows:

wynton marsalis : trumpet

branford marsalis : - tenor saxophone

jason marsalis : - drums

delfeayo marsalis : - trombone

ellis marsalis : - piano

roland guerin : - bass

This example demonstrates the “MVSep Wind” separation model
combined with the note detection from CREPE Notes (see chapter 3).
The transcribed MIDI for the trumpet is rendered and mixed with the
“other” audio stem containing the non-trumpet audio. The only edit
was to use the original saxophone audio in the intro, as this was oth-
erwise transcribed and rendered as MIDI trumpet in this workflow.
The sheet music included in the video is from the original source and
is not a product of this work.
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a.1.4.1 Commentary

This example illustrates the usefulness of the unsupervised CREPE
Notes method, which makes it possible to transcribe a lead instru-
ment in the absence of instrument-specific training data (trumpet).
Furthermore, the automatic tuning analysis (part of the CREPE Notes
pipeline) showed the original trumpet stem to be 24 cents sharp; de-
spite this the method was able to produce an accurate transcription.
The method for estimating MIDI velocity from the RMS envelope of
the input audio is mostly effective, however it tends to overestimate
the velocity of upper register notes in this example. Finally, it should
be noted that this recording is something of a best case scenario for
CREPE Notes – this is due to the lack of repeated notes and also the
absence of slow glissandi or portamento between notes which would
otherwise impact the accuracy of the note segmentation.

Using the saxophone transcription model from chapter 4 on the
audio from the trumpet stem, the note level transcription appears to
be similar to CREPE Notes but higher register playing in the trum-
pet is not captured by the saxophone model. This is because the
Filosax training data was limited to the standard range of the tenor
saxophone, and indeed the saxophone transcription model does not
transcribe any notes above F♯4 for this example. By contrast, CREPE
Notes can transcribe all pitches which are detectable by CREPE, namely
those between C1 and B7 (corresponding to 32.70Hz and 1975.5Hz).

a.1.5 Solo Guitar Transcription: Joe Pass – Original Blues in G

This demonstration video can be viewed online at:
https://youtu.be/EO4t8okNfWY

The original recording can be viewed at:
https://youtu.be/5LvhCLc2fh4

The line-up is as follows:

joe pass : guitar

This demonstrates the GAPS trained model from chapter 6 in the
solo guitar setting. The original audio did not need separation. The
MIDI was rendered using the Shreddage Archtop 3 VST, with all
expressive timing features disabled to preserve the timing of the tran-
scribed MIDI.

a.1.5.1 Commentary

The guitar models in this work are trained on solo guitar and the
similarity of the input to the training data results in a very convincing
transcription in this case. The chords and double stopped notes are
handled well, as are the rapid single note runs. The MIDI rendering
would be further enhanced by vibrato and velocity estimation, but
despite these issues the result is quite listenable and faithful to the
original performance.
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