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ABSTRACT

Representation learning aims to find a minimum set of fea-
tures that is sufficient to solve downstream tasks. This is par-
ticularly challenging in Music Information Retrieval (MIR),
as different tasks may focus on different aspects of the audio
input. Existing methods involving music generation, masked
modelling and contrastive learning rely on pre-training large
neural networks to build a single representation. While gen-
erally effective, computational costs for training are high and
it is difficult to adapt the representation to different aspects
of music. Instead, we investigate general-purpose represen-
tations using parameter-efficient models, aiming for a flexi-
ble model that can be trained on a single GPU within two
days. This paper introduces Coord-VAE, a variational autoen-
coder (VAE) with a coordinate network as its decoder. By
conditioning the likelihood on coordinate distributions, our
representation requires 300 times less parameters than state-
of-the-art models while surpassing a vanilla VAE baseline in
most downstream tasks, demonstrating the potential of our
approach for efficient representation learning.

Index Terms— Representation learning, unsupervised
learning, variational autoencoder, music information retrieval

1. INTRODUCTION

The performance of machine learning methods is heavily de-
pendent on the choice of data representation on which they are
applied [1] and a good representation should carry sufficient,
yet minimum information for downstream tasks. However,
a universal representation that is effective across all down-
stream tasks is unattainable as argued in [1]. This partic-
ularly applies within the domain of Music Information Re-
trieval (MIR). For instance, representing onset times of music
notes would greatly help tasks like beat tracking and rhythm
recognition, while it could be irrelevant if not detrimental for
key detection, highlighting the challenge of obtaining a uni-
versal representation for music-related applications.

The most successful methods for learning music repre-
sentations rely on the capacity of large neural networks [2, 3].
Jukebox [4], a large generative model capable of producing
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realistic music, was used to solve various downstream tasks
effectively [2]. On the other hand, MERT [3], which employs
a BERT-like architecture, achieves competitive performance
with fewer parameters. Other models incorporate contrastive
losses to simplify training, although this often results in a
performance trade-off on downstream tasks. However, both
models require training on multiple GPUs for several weeks,
making them difficult to adapt to a specific aspect of music.
For example, adding more detailed beat information might re-
quire additional and expensive training.

This paper investigates the potential of utilizing mod-
els with limited capacity for effective representation learn-
ing and introduces Coord-VAE, a Variational Autoencoder
(VAE) designed to learn representations by predicting each
time—frequency bin’s energy independently, conditioned on
its coordinate. By explicitly modelling correlations between
time-frequency bins during the decoding phase, the Coord-
VAE representation is more focused on global information
and surpasses a VAE baseline model in performance, while
requiring less parameters and training time. We also report
the performance of different representations under various
sample sizes during probing to further investigate their effec-
tiveness. The main contributions of this paper are as follows:

1. We present a novel, VAE-based model that outper-
forms the baseline VAE model with fewer parameters,
demonstrating the feasibility of parameter-efficient ap-
proaches in representation learning.

2. Our model is 30 times smaller than the state-of-the-art
models and requires 10 times less training time, making
it more flexible for a variety of use cases.

3. We analyze the distribution of mel-spectrogram ener-
gies and demonstrate they are better modelled by a dis-
cretized logistic mixture likelihood than the commonly
used mean squared error loss, leading to better down-
stream task performance.

Additionally, our model appears biased towards certain task
types, suggesting the potential of adjusting the decoder archi-
tecture in VAE models.



2. BACKGROUND

2.1. VAE-based Representation Learning

A Varitional Auto-Encoder (VAE) seeks to model the data
distribution p(x) by assuming a latent generative process,
p(z) = [p(xz|z)p(z) dz. This approach naturally aligns
with the concept of representation learning, where the latent
variable z serves as the representation. By applying Bayes’
Theorem and Jensen’s inequality, it can be shown that:
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This expression, known as the Evidence Lower Bound
(ELBO), consists of two terms: the first, an expectation, esti-
mates the data distribution and is referred to as the likelihood
while the second term works as a regularizer. Minimizing the
ELBO allows us to model the data distribution while finding
the best approximation to the posterior p(z|x) based on the
proposal distribution ¢(z) from where our latent representa-
tion is sampled. Intuitively, with the data distribution p(x)
and the prior p(z) fixed, the likelihood has a direct influence
on the information learned by the latents.

The work by Chen et al. [5] was one of the first papers
linking likelihood with the information content in the repre-
sentation. They interpret VAE from a Bits-Back Coding view
and prove that the KL divergence will introduce extra code
length provided that the proposed distribution family models
the posterior distribution exactly. This inefficiency in coding
implies that only the information not captured by the decoder
is encoded as latent variables. This relationship is also ob-
served in other work [6, 7]. Gulrajani et al. [6] sought to
enhance the fidelity of VAE-generated samples by using Pix-
elCNN [8] as the decoder. To mitigate the risk of posterior
collapse, they restricted the depth of PixelCNN to two layers
and employed a locally auto-regressive factorization of the
likelihood. Zhang et al. [7] further investigated the relation-
ship between the number of previous pixels used for genera-
tion, K, and the effectiveness of latent representations tasks
and showed that performance improves as K decreases.

While auto-regressive models worked well for generation,
the capacity of these decoders is too large and requires addi-
tional restrictions. Coordinate networks could be a promising
alternative. Coordinate networks [9, 10] use a neural network
to encode a single image as a function with respect to pixel lo-
cations and successfully embed the pixel correlations within
their models. As suggested by [5], information modelled by
the decoder will no longer be present in the latent representa-
tion. We propose to use the coordinate network as the decoder
of a VAE and have the representation focus on information
between different mel-spectrograms.

2.2. Music Representation Learning

Contrastive learning, a self-supervised technique that trains
models to distinguish between similar (positive) and dissim-
ilar (negative) data pairs, is widely applied in music repre-
sentation learning [11, 12, 13]. Spijkervet and Burgoyne [11]
used raw waveforms as input and generated similar samples
through augmentations like time-stretching and pitch shift-
ing. McCallum et al. [12] followed a similar strategy but
used mel-spectrograms as inputs. They also presented a su-
pervised learning method based on multiple MIR tasks. Both
models employ architectures similar to SImCLR [14], with an
encoder for extracting representations and a projection head
to compute a loss function based on normalized temperature-
scaled cross-entropy. Yao et al. [13], on the other hand, in-
troduced a hierarchical projector to compare music clips of
varying lengths using a Transformer unit to align the encoded
features.

Other approaches to music representation learning include
VAE and Transformer models. Castellon et al. [2] utilized pa-
rameters from Jukebox [4], a large hierarchical Vector Quan-
tized Variational Auto-Encoder (VQ-VAE) [15] with five bil-
lion parameters. To reduce the dimensionality of the repre-
sentation, they applied global pooling along the time axis and
used only the middle layer from Jukebox, yielding a 4800-
dimensional representation for every 24 seconds of audio. Li
et al. [3] significantly reduced the model size to 330 million
parameters by adopting a BERT-like architecture focused on
representation learning rather than generation. This model
aimed to predict both latent variables provided by the residual
VQ-VAE and the constant-Q transformation from raw wave-
forms. Both models outperformed contrastive learning strate-
gies in most MIR downstream tasks, albeit at the cost of in-
creased model size.

While these models achieve strong performance on MIR
tasks, they usually consist of hundreds of millions of parame-
ters and require long training times, making them difficult to
adapt for various aspects of music.

3. METHOD

This section introduces Coord-VAE, a VAE based model with
a coordinate network as the decoder. We will show how con-
ditioning the decoder on a coordinate system injects knowl-
edge about the downstream tasks into the model and present
the corresponding likelihood factorisation.

3.1. Coordinate Decoder

With a fixed coordinate distribution C' where time-frequency
bin locations are samples from this distribution, we now aim
to model the marginal probability p(x|C'). Let z¥ be the pth
time-frequency bin of the i-th mel-spectrogram, where we use
a single index, p, as the bin location for simplicity, while in
practice this coordinate may have multiple dimensions. We
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Fig. 1: Architecture of our model. Notice that the coordinate is injected after the encoding phase keeping the latent variable
dependent only on the input. The SinLayer consists of a one-layer perceptron followed a sine activation function and an
initialisation ensuring activation inputs follow the standard normal distribution.

assume that the conditional likelihood of 2? is independent
over bins given the latent code, z;, and the bin coordinate, c:

M
p(ai|zi, C) = [ [ p(a?lzi, ), 3)
p

where M is the number of bins in a mel-spectrogram. In this
scenario, the ELBO from Equation 2 can be further extended
as follows:
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where 6 and ¢ are the encoder and decoder parameters and
N is the number of mel-spectrograms for training. Note that
the decoder parameters ¢ remain constant across different bin
locations p, indicating it is shared for the generation of all
bins.

Equation 4 has the coordinate system C neither in the en-
coding phase nor in the proposal distribution, g, so that the
latent representations only depend on the input. As C'is also
independent from the inputs, latent z; is conditionally inde-
pendent from bin location ¢P given input x;. By treating the
locations ¢P as samples from the coordinate distribution C,
we can factorise the posterior distribution as

p(zi, cP|z;) = p(zi|zi)p(cP). )

Given p(cP) models the information between bins, the latent
variable should only contain correlations between different
mel-spectrograms as suggested by [5]. Intuitively, features re-
quiring combination between frequency bins and time frames
are ignored by our representation while information used to
differentiate tracks is emphasised.

3.2. Implementation

Fig. 1 gives an overview of our model. The encoder is com-
posed of four downsampling convolutional layers, followed
by two residual blocks that compress mel-spectrograms of
size 128 x 128 to latents of 512 dimensions. Our decoder
architecture is based on the approach proposed by [9], con-
sisting of an input SinLayer followed by two SinLayer blocks
with a linear output layer. A SinLayer is one layer of per-
ceptrons with a sine activation function and an initialisation
to ensure untrained hidden outputs before the sine activation
follow the standard normal distribution. All layers in the de-
coder have 100 hidden units and the output dimension is 120,
describing 40 logistic distributions. We utilize a grid coordi-
nate system normalised between —1 and 1 with the origin at
the highest frequency of the start time. The coordinate vec-
tor is first processed through a separate SinLayer to match its
value range with the hidden units and then concatenated with
the output of the input layer. The decoder predicts the energy
for the time—frequency bin with the specified coordinates.

By analysing the energy distribution in mel-spectrograms,
we noticed there are multiple peaks in the distribution with
the highest peak located at 0 energy, which is the bound-
ary of the value range. On the other hand, the output of
our network is the energy of a single bin and using mean
squared error (MSE) on this scalar would model the output
as a one-dimensional Gaussian distribution, which can model
neither multiple peaks nor the asymmetric shape caused by
the peak at the lower boundary. Therefore, we follow [16]
using discretised logistic mixture as the output distribution,
which gives an improved performance on downstream tasks.

Generating a single bin at a time also reduces the memory
consumption during inference and training significantly, be-
cause it does not process the whole image during generation.
We found that the training memory can be less than 2 GB
and this number could be further reduced by using a smaller



sample size, which will be detailed in the training strategy.

4. EXPERIMENTS

4.1. Dataset and Training Strategy

Our model is trained on the medium partition of the Free Mu-
sic Archive (FMA) [17] dataset, which contains 25, 000 tracks
spanning 16 genres. Each track is 30 seconds long, segmented
into six five-second chunks, and resampled to 16 kHz. These
chunks are converted into mel-spectrograms using a window
length of 64 ms with a 40 ms hop size and 128 filter banks,
resulting in a squared input xz € R128%128,

We uniformly sample 100 bins from each input mel-
spectrogram as targets during each update. These targets
share the same encoded latents but different coordinates and
are predicted independently in the decoder. This strategy
significantly reduces the GPU memory consumption and the
time for each update, and it only takes 2 GB memory and
30 hours to train our model on a single Nvidia A5000 GPU
for 2.3M steps. Our preliminary experiments shows larger
sample sizes of bins degrades performance, and the number
100 balances accuracies and training costs. Notice in our
training strategy only a fraction of a mel-spectrogram is used
for update within each iteration while the input is used for
latent computation. To address this mismatch, the KL loss
is normalized by the number of bins in a mel-spectrogram,
i.e. times %. Based on our findings in 3.2, we use the
negative log-likelihood of a mixture logistic distribution as
the reconstruction loss function and minimize it using the
AdamW optimizer.

4.2. Evaluation Protocols
Downstream Tasks

We follow the evaluation protocol outlined in [2], incorporat-
ing four downstream tasks.

Firstly, we evaluate on music tagging using the MagnaTa-
gATune dataset [18], as it represents a standard evaluation
setup in music representation learning [11, 2, 3]. This dataset
contains 26K clips each of duration 30 seconds and the top
50 tags are used as labels for this experiment. We follow the
standard (12:1:3) split for the training, validation and test sets,
and use the areas under the Receiver Operating Characteristic
(ROC) curve and the Average Precision (AP) curve as evalu-
ation metrics.

Secondly, we evaluate on key detection using Giantsteps
and Giantsteps-MTG [19] datasets. Both datasets label each
track with either a major or minor key giving a 24-way clas-
sification problem. We use the former dataset for test and
the latter for training and validation, while the split between
training and validation tracks is based on artists and follows
[2]. The evaluation metric for this task is the weighted_score

function from the mir_eval library, which counts similar keys
as partially correct.

We also report music genre classification accuracy on the
GTZAN dataset [20]. This dataset is composed of 30-second
tracks of 10 genres and we adopt the split from [21] to resolve
some well-known issues.

Emotion recognition involves detecting human responses
to a track and the Emomusic dataset [22] has annotations of
valence and arousal for 744 tracks of 45 seconds. We use the
same split as in [2] and evaluate regression results using the
determination coefficient (r2).

Our probing model is a Multi-Layer Perceptron (MLP)
with one hidden layer of 512 dimensions and ReL.U non-
linearity. Given the varying sizes and objectives of the dif-
ferent tasks, we explore a range of settings to identify the op-

timal configuration for probing performance’ .

Ablation Studies

We further analyse the performance of the latent represen-
tations by measuring their sample complexity. In this ex-
periment, MTT dataset with sample sizes ranging from 10
to 10240 is employed to investigate the relationship between
probing accuracy and training set size given by different rep-
resentations. We also demonstrate the effect of distribution
mismatch as mentioned in Section 3.2 by changing the loss
function to mean squared error.

5. RESULTS

5.1. Downstream-Task Results

Table 1 presents a comparison between the performance of
latent representations learned by different models across four
downstream tasks. Our model outperforms the vanilla-VAE
baseline on most tasks, with the exception of key detection.
While there is a noticeable performance gap compared to
state-of-the-art models, it is important to note that our model
is more than 300 times smaller with only 324K parameters,
yet still delivers reasonable performance.

The subpar performance in key detection can be attributed
to the inherent characteristics of the coordinate VAE. As dis-
cussed in Section 3.1, the latent representation is designed to
capture only inter-image information while correlations be-
tween different bins are modelled by the conditioning coor-
dinate distribution, as suggested by Equation (5) . However,
accurate pitch identification requires the integration of adja-
cent frequency bands within the mel-spectrogram. This limi-
tation suggests that the model successfully restricted informa-
tion shared by all mel-spectrograms from entering the latent
space, as intended.

1Grid search performed over the following settings: Learning rate: {le-3,
le-4}. L2 regularisation: {0, le-2, le-3}. Dropout: {0.25, 0.5, 0.75}



Table 1: Probing Results on Four Downstream Tasks for Baseline Models and Proposed Models.

Parameter Size Tagging Key Genre Emotion

MTTroc MTTasp Giantsteps GTZAN  Emoy  Emog

Random Projection N/A 0.825 0.254 0.309 0.397 -0.467 0.077
Vanilla VAE 525K 0.839 0.268 0.581 0.407 0.035 0.405
Jukemir 6.5B 0.915 0.414 0.667 0.797 0.721 0.617
MERT-95M 95M 0.913 0.402 0.656 0.793 0.612 0.747
Ours 324K 0.864 0.306 0.161 0.455 0.209 0.465

MSE 313K 0.807 0.224 0.219 0.360 0.009 0.250
Random Coord 324K 0.812 0.231 0.171 0.299 0.090 0.349
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Fig. 2: Probing performance for MTT tagging using different
representations trained with different sample sizes. Notice
the performance given by our model follows the same trend
as state- of-the-art models.

5.2. Ablation Studies

Fig.2 illustrates the MTT tagging performance of different
representations under various training set sizes as discussed
in Section 4.2. All results are optimised following the same
protocol in Section 4.2 and are averaged over three random
seeds, 0, 42 and 1234. As a simple and intuitive baseline, we
use features by projecting the Mel-spectrogram inputs with
a random matrix with its elements sampled from a standard
Gaussian distribution. Notice our models follows the same
trend as the state-of-the-art models. While random projec-
tion usually has good performance at low sample regime, our
model still gives better results at all sample sizes.

Table 1 also presents two ablation studies. The first in-
vestigates the effect of using mean squared error (MSE) as
the loss function, while the second removes coordinate infor-
mation by using unique random values as bin locations. The
MSE loss leads to a performance drop across all tasks except
key detection, where both loss functions fail to outperform the
baseline. This suggests that the Gaussian distribution implied

by the MSE loss is insufficient to capture the true output dis-
tribution, and that a more flexible alternative is required. The
model with random coordinates also reduces all accuracies,
indicating that the encoder is still capable of learning spatial
information, even when coordinates are only provided during
decoding.

6. CONCLUSION

By explicitly designing the decoding process in our VAE
model, we achieve better performance over the vanilla VAE
with fewer parameters, demonstrating the potential for more
parameter-efficient representation learning using alternative
likelihoods. Our analysis on the energy distribution of mel-
spectrograms indicates the mismatch between mean squared
loss and the output distribution, and we give a solution by
employing discretised logistic mixtures as the training objec-
tive.

While our model has a performance gap with the state-of-
the-art models in downstream-task probing, this issue could
be mitigated with an alternative training objective other than
reconstruction and we believe the coordinate-based likeli-
hood could help to improve those accuracies with a more
representation-focused objective.
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